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Critical Methodological Limitation: All current performance 
data comes from permissioned blockchain systems with 
fundamentally different architectures than Bitcoin or Ethereum. 
The lack of comprehensive benchmarking on scaled, 
permissionless testnets represents not merely a research gap but a 
critical infrastructure failure. Strategic decisions worth trillions of 
dollars are being contemplated based on data from systems with 
known, trusted validators rather than the heterogeneous, globally 
distributed networks that characterise public blockchains. 

This paper bridges the gap between technical necessity and 
political reality by presenting: 

1. Empirical performance data from permissioned 
systems showing 52–57% throughput loss, with 
analysis of why permissionless networks will likely 
experience 60–70% degradation 

2. State bloat analysis revealing 59× permanent storage 
increase per quantum-resistant account 

3. Governance reality, acknowledging that defensive 
downgrades face fundamentally different political 
dynamics 

4. Crypto-agility framework enabling algorithm 
flexibility to avoid lock-in risks 

5. Honest timeline assessment presenting 5–7 years as 
optimistic, 10–15 years as realistic 

1.2 Quantifying the Multidimensional Threat 

Recent analyses [4, 5, 6] demonstrate that quantum vulnerability 
varies dramatically by blockchain architecture. 

Bitcoin (UTXO Model) 

 25% of the total supply (4–6 million BTC) is 
immediately vulnerable [4, 7] 

 Pay-to-Public-Key (P2PK) addresses from early 
mining operations [43] 

 Reused P2PKH/P2WPKH addresses with exposed 
public keys 

 Mitigation: One-time use addresses provide natural 
protection 

Ethereum (Account Model) 

 65% of circulating ETH quantum-exposed [7] 
 Account model encourages persistent address reuse 

[44] 
 Includes all ERC-20 tokens and NFTs in exposed 

accounts 
 Risk: Entire account balance vulnerable after the first 

transaction 

Solana and Ed25519-based Chains 

 100% vulnerability – public keys directly used as 
addresses [8] 

 No hashing protection layer exists 
 Winternitz Vault provides opt-in protection [9] 
 Critical: Entire network value exposed from genesis 

The Dual-Front Threat Evolution 

Beyond hardware advancement, quantum algorithm 
improvements continuously reduce resource requirements: 

 2017: 2,330 logical qubits required [1] 
 2020: 2,124 logical qubits required [2] 
 Average reduction: ~9% over 3 years (~3% annually) 
 Future: Continued optimisation is likely at a similar or 

accelerating pace 

This dual advancement illustrated in Figure 1, which shows how 
the threat approaches from both growing hardware capability 
and shrinking algorithmic requirements, means the threat 
approaches both directions simultaneously. Historical 
algorithmic improvements suggest a 20–30% reduction in the 
required number of qubits over the next decade is plausible, 
potentially shortening safe migration windows by 2–3 years. 

Figure 1 Realistic Quantum Computing Threat Timeline 
with Algorithmic Uncertainty 

Year:    2025    2030    2035    2040    2045    2050 
        |-------|-------|-------|-------|-------| 
Logical 
Qubits: ~100    ~500    ~1500   ~3000   ~5000   ~10000 
             ↑               ↓               ↑ 
      Current    Algorithm      Hardware reaches 
      State      improvements      2,100–2,400 
                     may lower 
                     threshold 
 
Migration Reality vs. Threat Evolution: 
|■■■■■■■■■■■■■■■| Optimistic: 5–7 years 
 (assumes cooperation) 
|■■■■■■■■■■■■■■■■■■■■■■■■■■■| Realistic: 10–15 
years (governance friction) 
                          ↑ 
                   Threat Zone Begins 
                     (2035–2040) 
 
Critical Insight: Migration timeline may EXCEED threat 
timeline 
- Technical development: 2–3 years 
- Consensus building: 5–10 years (for a COSTLY change) 
- Deployment: 2–3 years 
- User migration: 2–3 years 
Total: 11–19 years realistic range 

Transit Attack Vector 

Stewart et al. [10] identify real-time attacks during transaction 
broadcast: 
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 Attacker monitors mempool for new transactions 
 Extracts newly revealed public key from pending 

transaction 
 Must complete quantum attack within block 

confirmation time (10 min Bitcoin, 12 sec Ethereum) 
 Mitigation: Commit-reveal schemes, time-locked 

transactions, or private mempools [28] 

1.3 Research Contributions 

This paper makes the following novel contributions: 

1. First analysis acknowledging PQC as a “defensive 
downgrade” with unique governance challenges 

2. State bloat quantification showing 59× permanent 
storage increase impact 

3. Realistic timeline assessment based on “pain vs. 
gain” governance dynamics 

4. Crypto-agility framework for avoiding algorithmic 
lock-in 

5. Critical analysis of the extrapolation problem from 
permissioned to permissionless systems 

1.4 Paper Organisation 

Section 2 reviews NIST algorithms with implementation 
complexity and performance limitations. Section 3 presents a 
hybrid architecture with state bloat analysis. Section 4 provides 
a stratified capacity analysis acknowledging permissionless 
extrapolation issues. Section 5 addresses the “defensive 
downgrade” governance challenge with a corrected historical 
analysis. Section 6 proposes crypto-agility solutions. Section 7 
concludes with a sobering assessment of likely outcomes. 

2. Methodology 

2.1 Post-Quantum Cryptographic Algorithms and Current 
Status 

2.1.1 NIST-Standardised Post-Quantum Signatures 

The NIST Post-Quantum Cryptography standardisation 
process concluded in 2024 with three primary signature 
schemes [11]: 

CRYSTALS-Dilithium (ML-DSA) 

 Module lattice-based construction using Fiat-Shamir 
with aborts [12] 

 NIST’s primary recommendation for general use [11] 
 Straightforward implementation without floating-

point arithmetic 
 Three security levels: ML-DSA-44, ML-DSA-65, ML-

DSA-87 

 

FALCON (FN-DSA) 

 NTRU lattice-based using Gentry–Peikert–
Vaikuntanathan framework [13] 

 Smallest signatures among lattice schemes 
 Complex implementation requiring floating-point and 

Gaussian sampling [18] 
 Performance varies 6–8× depending on hardware FPU 

availability [12] 
 Two main variants: FN-DSA-512, FN-DSA-1024 

SPHINCS+ (SLH-DSA) 

 Hash-based, stateless construction [14] 
 Most conservative security assumptions (only requires 

hash function security) [34] 
 Large signatures and slow operations 
 Multiple parameter sets balancing size vs. speed [31] 

2.2 Current Implementation Status (2025) – Reality Check 

Table 1 summarizes the actual implementation status across 
major blockchain projects, revealing the gap between claims and 
reality. 

Table 1 Actual Implementation Status across Blockchain 
Projects 

Project Claimed 
Status 

Actual 
Reality 

Performanc
e Data 

Relevanc
e to 

Migration 
Hyperledg
er Fabric 

“Productio
n ready” 

Testnet 
experiments 
only 

−52–57% 
throughput 
[15, 23] * 

Limited-
permission
ed only 

Quranium 
[19] 

“Live 
mainnet” 

New PQC-
native chain 

N/A – built 
from scratch 

Not a 
migration 
example 

Abelian 
[20] 

“Mainnet 
ready” 

New chain, 
no legacy 

N/A – no 
compatibility 
burden 

Different 
problem 
space 

Ethereum 
[21, 27, 41] 

“Active 
research” 

Proposals 
and 
discussions 

Unknown – 
not 
implemented 

Years from 
deploymen
t 

Bitcoin 
[22] 

“Commun
ity debate” 

Early 
proposal 
stage 

Unknown – 
no 
consensus 

No 
timeline 
established 

Polkadot 
[25] 

“Parachain 
testing” 

Research 
roadmaps 
only 

No empirical 
data 

Proposals 
not 
implement
ations 

*Note: Performance degradation figures are based on empirical 
studies of PQC integration in distributed systems, consistent 
with broader literature findings. 

Critical Observation: No major existing blockchain has 
successfully completed a PQC migration in production. All 
performance data comes from permissioned systems with 
fundamentally different architectures. 
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2.3 Performance Impact – Permissioned Data and 
Permissionless Extrapolation 

2.3.1 Extrapolation Problem – A Critical Infrastructure 
Failure 

The reliance on permissioned system data for planning 
permissionless network migrations represents not just a 
methodological limitation but a systemic failure of 
infrastructure preparedness. This introduces massive 
uncertainty into any cost-benefit analysis and significantly 
increases the risk of discovering true migration costs only after 
the process is irreversibly underway. 

2.3.2 Measured Reality on Permissioned Systems 

Table 2 presents measured performance degradation across key 
metrics in permissioned systems. Based on Hyperledger Fabric 
studies [15, 16, 17, 23, 24]: 

Table 2 Measured Performance Degradation 
(Permissioned Systems) 

Metric Current 
(ECDSA) 

With 
PQC 

(Measure
d) 

Degradati
on Factor 

Confide
nce 

Throughput 100% 
baseline 

43–48% −52–57% 
[15] 

High 
(>90%) 

Latency 1.0× baseline 1.8–2.2× +80–
120% [16] 

High 
(>90%) 

Storage/year 100 GB 135–150 
GB 

+35–50% 
[17] 

High 
(>90%) 

Bandwidth 10 Mbps 20–30 
Mbps 

2–3× [23] Medium 
(70%) 

CPU usage 100% 
baseline 

165–185% +65–85% 
[24] 

High 
(>90%) 

2.3.3 Critical Limitation – Permissionless Networks Likely 
Much Worse 

The above data represents an absolute best-case scenario. 
Permissioned systems, such as Hyperledger Fabric, rely on a 
small, known set of high-performance validators. In 
permissionless networks like Bitcoin and Ethereum: 

 Every full node must verify every signature 
(thousands of validators vs. dozens) 

 Global propagation requires all nodes to complete 
verification before relaying 

 Network performance is determined by the aggregate 
of all nodes, not the average 

 Compounding delays as each hop in propagation 
adds PQC verification time 

 Heterogeneous hardware ranging from high-end 
servers to Raspberry Pi’s 

Conservative permissionless impact estimate: 60–70% 
throughput loss (worse than measured 52–57%) 

Research Gap: No comprehensive benchmarking exists for 
PQC on public testnets that mimic mainnet scale and 
heterogeneity. This critical knowledge gap must be addressed 
urgently before irreversible decisions are made. 

2.3 Algorithm Comparison with Implementation Reality 

Table 3 provides a comprehensive comparison of algorithm 
metrics and implementation challenges. 

Table 3 Comprehensive Algorithm Metrics and 
Implementation Challenges (Corrected) 

Algorith
m 

Securi
ty 

Level 

Publi
c 

Key 
(byte

) 

Signatu
re 

(bytes) 

Verify 
(cycles) 

Implementat
ion Reality 

ECDSA 
(current) 

128-bit 
classica
l 

33 71 ~80,000 Mature, 
universal 
support [43, 44] 

ML-
DSA-44 
[12] 

NIST 
Level 2 

1,312 2,420 ~327,00
0 

Moderate 
complexity, 
recommended 

ML-
DSA-65 
[12] 

NIST 
Level 3 

1,952 3,309 ~522,00
0 

Good 
security/size 
balance 

ML-
DSA-87 
[12] 

NIST 
Level 5 

2,592 4,627 ~696,00
0 

Maximum 
security, larger 

FN-
DSA-
512 [13] 

NIST 
Level 1 

897 666 ~353,00
0* 

Complex, 
side-channel 
risks [18] 

FN-
DSA-
1024 [13] 

NIST 
Level 5 

1,793 1,280 ~700,00
0* 

Very complex, 
few 
implementatio
ns 

*Performance varies 6–8× depending on hardware FPU 
availability. 

2.5 Critical Implementation Considerations 

FALCON – The Performance Trap 

 Attractive: Smallest signatures (666 bytes vs. 3,309 for 
ML-DSA-65) 

 Dangerous: Floating-point arithmetic creates non-
deterministic behaviour [13] 

 Reality: 6–8× performance variation based on 
hardware [12] 

 Risk: Teams choose FALCON for size, implement 
insecurely, and create vulnerabilities [18] 

 Recommendation: Default to Dilithium unless deep 
cryptographic expertise is available 
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availability. 

2.5 Critical Implementation Considerations 

FALCON – The Performance Trap 

 Attractive: Smallest signatures (666 bytes vs. 3,309 for 
ML-DSA-65) 

 Dangerous: Floating-point arithmetic creates non-
deterministic behaviour [13] 

 Reality: 6–8× performance variation based on 
hardware [12] 

 Risk: Teams choose FALCON for size, implement 
insecurely, and create vulnerabilities [18] 

 Recommendation: Default to Dilithium unless deep 
cryptographic expertise is available 
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The Impossible Choice 

This creates a no-win scenario for protocol developers: 

 Choose FALCON: Risk catastrophic implementation 
vulnerabilities and side-channel attacks 

 Choose Dilithium: Guarantee permanent network 
degradation from 47× larger signatures 

 Reality: No “magic bullet” algorithm exists that solves 
both problems 

3. Results 

3.1 Hybrid Signature Architecture with State Bloat 
Analysis 

3.1.1 Design Principles and Trade-offs 

Our hybrid signature approach acknowledges four realities: 

1. Backward Compatibility: Existing ECDSA 
infrastructure must continue [43, 44] 

2. Forward Security: Quantum resistance for new 
transactions [10] 

3. Graceful Degradation: System survives if one 
algorithm fails [26] 

4. Economic Reality: Accepting severe, unavoidable 
performance penalties [15, 16, 17] 

3.2 Technical Specification 

3.2.1 Hybrid Signature Structure 

HybridSignature = { 
    version: uint8,              // Algorithm version for  
crypto-agility 
    ecdsa_sig: ECDSASignature,   // 71 bytes (r,s,v) 
    pqc_sig: PQCSignature,       // 666-4,627 bytes 
    pqc_type: enum {             // Algorithm identifier 
        ML_DSA_44 = 0x10, 
        ML_DSA_65 = 0x11, 
        ML_DSA_87 = 0x12, 
        FN_DSA_512 = 0x20, 
        FN_DSA_1024 = 0x21, 
        FUTURE_ALG = 0xFF        // Crypto-agility  
placeholder 
    }, 
    commitment: SHA256Hash       // 32 bytes binding [32] 
} 
 
Total sizes: 
- With ML-DSA-44: 2,531 bytes (35.6x ECDSA) 
- With ML-DSA-65: 3,420 bytes (48.2x ECDSA) 
- With ML-DSA-87: 4,738 bytes (66.7x ECDSA) 
- With FN-DSA-512: 777 bytes (10.9x ECDSA) 

3.3 Security Analysis 

3.3.1 Accurate Security Model [4, 5, 6] 

Against Classical Adversary: 

 Security = max(ECDSA_security, PQC_security) 
 Must break a stronger algorithm 
 Result: 128-256 bits depending on the algorithm 

Against Quantum Adversary [1, 2]: 

 ECDSA broken by Shor’s algorithm 
 Security = PQC_security only 
 Result: Full dependency on PQC component 

Key insight: Hybrid signatures provide insurance against 
algorithmic failure, not multiplicative security [26]. They are a 
transitional mechanism, not a permanent solution. 

3.4 State Bloat: The Overlooked Permanent Cost 

Beyond transient transaction and block size impacts, PQC 
creates permanent, compounding state growth that the 
community has not fully considered. 

3.4.1 Bitcoin UTXO Set Impact 

Current State 

 P2PKH output script: ~25 bytes 
 P2WPKH output: ~22 bytes 
 Public key (when revealed): 33 bytes 

Post-PQC State (with ML-DSA-65) 

 P2QRH output with ML-DSA-65: ~1,960 bytes 
 Public key storage: 1,952 bytes 
 Impact: 59.2× permanent increase per output 

Cumulative Effect 

 Current UTXO set: ~5 GB 
 Post-PQC UTXO set (if fully migrated): ~296 GB 
 Every future node must store this forever 
 Cannot be pruned without breaking verification 

3.4.2 Ethereum State Impact 
Current Account State 

 EOA account: 33-byte public key 
 Smart contract account: Variable but typically small 

Post-PQC Account State (with ML-DSA-65) 

 ML-DSA-65 account: 1,952-byte public key 
 Impact: 59.2× permanent increase per account 
 Applies to all accounts, tokens, and contracts 
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Compounding Growth 

 Year 1: +50 GB state growth (early adopters) 
 Year 2: +150 GB state growth (increasing adoption) 
 Year 3: +300 GB state growth (mandatory phase) 
 Year 5: +500 GB state growth (full migration) 
 Cumulative: 1+ TB additional permanent state 

3.4.3 Long-Term Centralisation Consequences 

Node Operator Impact 

 Sync time: Days → Weeks for initial sync 
 Storage: 1 TB → 5–10 TB requirement 
 Bandwidth: 10× increase during sync 
 Result: 50–80% of current nodes priced out 

Network Effects 

 Fewer nodes → Increased centralisation 
 Higher barriers to entry → Less resilience 
 Geographic concentration → Regulatory risk 
 Centralisation spiral: Reduced decentralisation 

begets further centralisation 

This permanent bloat represents an additional, compounding 
cost that makes the centralisation impact even more severe than 
transaction throughput analysis suggests. Unlike transaction 
data, which can be archived, the state must remain accessible 
forever. 

4. Block Size Economics and Capacity Analysis – Stratified 
Reality 

4.1 Current Empirical Reality (Permissioned Systems) 

Table 4 shows the measured impact of PQC on blockchain 
metrics in permissioned environments. Based on Hyperledger 
Fabric measurements [15, 16, 17, 23, 24]: 

Table 4 Measured Blockchain Metrics with PQC 
(Permissioned) 

Metric Current With Hybrid 
PQC (ML-DSA-

65) 

Impact 

Average 
Transaction Size 

250 bytes 2,800 bytes 11.2× increase 
[15] 

Transactions per 
MB 

4,000 357 −91% capacity 
[16] 

Block Capacity 3,000 
tx/block 

268 tx/block −91% 
throughput 
[17] 

Verification 
Time 

0.5 ms/tx 2.8 ms/tx 5.6× slower 
[24] 

Permissionless Extrapolation (Likely Worse) 

 Add global verification overhead: Additional 10–20% 
degradation 

 Network propagation delays: Each hop adds PQC 
verification 

 Heterogeneous hardware impact: Slowest nodes 
become bottlenecks 

 Conservative permissionless estimate: 30–40% 
capacity retention (vs. 40–50% measured) 

4.2 Near-Term Achievable (with Existing Technology) 

Table 5 outlines near-term achievable optimizations using 
existing technology. 

Table 5 Optimisation Techniques and Realistic Impact 

Technique Description Capacity 
Gain 

Status Confide
nce 

Batch 
Verification 
[26] 

Verify multiple 
sigs together 

+15–20% Implemente
d 

High 
(85%) 

Segregated 
Witness Style 
[29] 

Move PQC to the 
extension block 

+20–25% Proven 
concept 

High 
(80%) 

Selective 
Deployment 

Only high-value 
needs PQC 

+10–15% Easy to 
implement 

High 
(90%) 

State 
Compression 

Merkle proofs for 
the old state 

Storage only Complex Medium 
(60%) 

Combined 
Realistic 
Impact 

All proven 
techniques 

50–60% 
retention 

Achievable Medium 
(65%) 

4.3 Future Research Directions (Speculative – Not Proven) 

Table 6 presents speculative technologies that remain in the 
research phase, with associated timelines and success 
probabilities. 

Table 6 Speculative Technologies – Research Goals Only 

Technology Theoretical 
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Current 
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Timeline Success 
Probability 

(%) 
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Figure 2 visualizes the gap between measured performance, 
realistic optimization potential, and speculative future 
improvements. 
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 Result: 50–80% of current nodes priced out 
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cost that makes the centralisation impact even more severe than 
transaction throughput analysis suggests. Unlike transaction 
data, which can be archived, the state must remain accessible 
forever. 

4. Block Size Economics and Capacity Analysis – Stratified 
Reality 

4.1 Current Empirical Reality (Permissioned Systems) 

Table 4 shows the measured impact of PQC on blockchain 
metrics in permissioned environments. Based on Hyperledger 
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Figure 2 Capacity Retention – Reality vs. Hope 

Network Capacity (% of Current) 
100% ┤ ECDSA Baseline 
     │ 
██████████████████████████████████
██████ 
 90% ┤ 
 80% ┤ Theoretical Maximum (IF breakthroughs succeed) 
     │ ░░░░░░░░░░░░░░░░░░░░ 70–80% [54, 55] 
 70% ┤ Confidence: <15% (requires multiple breakthroughs) 
 60% ┤ Realistic with Current Tech 
     │ ▓▓▓▓▓▓▓▓▓▓▓▓▓▓▓▓▓▓▓▓ 50–60% [24, 25] 
 50% ┤ Confidence: 60–70% 
 40% ┤ Permissioned Measurement 
     │ ████████████████████ 40–50% [15, 16, 17] 
 30% ┤ Permissionless Reality (Conservative Estimate) 
     │ ████████████████ 30–40% 
 20% ┤ Worst Case 
     │ ████████████ 20–30% 
 10% ┤ 
     
└─────────────────────────────────
──────────── 
       Now     Year 1    Year 3    Year 5    Year 10 
 
Legend: 
█ Measured/Extrapolated (High confidence >80%) 
▓ Achievable with optimisation (Medium confidence 60–70%) 

░ Speculative/Requires breakthroughs (Low confidence 
<15%) 

5. Deployment Strategy and the “Defensive Downgrade” 
Governance Reality 

5.1 Fundamental Governance Challenge 

Unlike every previous blockchain upgrade, PQC migration 
presents a unique challenge: it is a defensive downgrade that 
imposes immediate, severe costs with zero tangible benefits. 

5.1.1 Historical Upgrades vs. PQC Migration 

Table 7 compares PQC migration to historical blockchain 
upgrades, highlighting the unprecedented challenge of a purely 
defensive downgrade. 

Table 7 The “Pain vs. Gain” Asymmetry (Corrected 
Timelines) 

Upgrade Benefits 
Offered 

Costs 
Imposed 

Time to 
Activation 

Adoption 
Rate 

SegWit 
[29, 46] 

+Capacity, 
+Lightning 

Complexity <2 years* Slow 
(years) 

Taproot 
[45] 

+Privacy, 
+Smart 
contracts 

Minimal <2 
years** 

Moderate 

PQC 
Migration 

NONE 
(future risk 
mitigation) 

−50% 
capacity, 
3× fees 

??? ??? 

*Proposed Dec 2015, activated Aug 2017 (20 months) 
**Proposed Jan 2020, activated Nov 2021 (22 months) 

Critical Insight: Even beneficial upgrades faced massive 
resistance. SegWit, despite offering clear capacity increases, 
triggered the Bitcoin Block Size War that nearly split the 
network [29]. A purely costly downgrade faces exponentially 
higher resistance. 

5.1.2 Why 5–7 Years Reflects Unrealistic Optimism? 

The paper’s original 5–7 year timeline assumes 

 Rational, long-term thinking by all stakeholders 
 Willingness to accept immediate pain for distant gain 
 Smooth consensus building around costly changes 

Historical reality shows 

 Communities resist even beneficial changes for years 
 Contentious debates over trade-offs last 4+ years 
 Defensive measures are perpetually postponed 

Realistic timeline assessment 

 Best Case (Crisis Motivation): 5–7 years 
 Probable Case (Human Nature): 10–15 years 
 Likely Case (Governance Reality): Stalls indefinitely 

until crisis 

5.2 Bitcoin Implementation Path – Corrected Timeline 

5.2.1 Technical Mechanisms 

Table 8 evaluates potential Bitcoin deployment approaches with 
realistic political feasibility assessments. 

Table 8 Bitcoin Deployment Approaches with Realistic 
Timelines 

Approach Method Political 
Feasibility 

Realistic 
Timeline 

Soft Fork 
(BIP-360) 
[22] 

P2QRH output 
type 

Low (costly 
change) 

5–10 years 

Hard Fork Clean 
implementation 

Very Low 
(split risk + 
costs) 

10+ years or 
never 

Extension 
Blocks 

Parallel PQC 
chain 

Medium 
(complexity) 

7–12 years 

Layer 2 
Only [53] 

Lightning + 
PQC 

High (no L1 
change) 

2–3 years 
(incomplete) 
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5.2.2 Realistic Bitcoin Timeline 

Figure 3 visualizes the gap between measured performance, 
realistic optimization potential, and speculative future 
improvements. 

Figure 3 Bitcoin PQC Migration – Realistic Projection 

Year  0    2    4    6    8    10   12   14   16 
     |----|----|----|----|----|----|----|----|----|----| 
     [Specification Development [22]] 
          [Initial Proposals & Rejection] 
                [Years of Debate about Costs] 
                       [Crisis Event Needed?] 
                              [Renewed Interest] 
                                     [Consensus Building????????] 
                                               [Maybe Activation?] 
                                                        [Slow Adoption] 
 
Historical Context: 
- SegWit: <2 years but WITH benefits, still contentious 
- Block Size: 4+ years of war, ended in a chain split 
- PQC: Only costs, no benefits = Much harder 
 
Most Likely Outcome: Stalls until a quantum computer is 
demonstrated 

5.3 Ethereum Implementation – Slightly Better but Still 
Grim 

5.3.1 Ethereum’s Advantages and Challenges 

Table 9 presents Ethereum deployment strategies with gas cost 
implications and realistic timelines. 

Advantages: 

 Stronger governance structure via Ethereum 
Foundation [30] 

 History of successful hard forks [47, 48] 
 Account abstraction provides an upgrade path [27] 

Challenges: 

 State bloat problem is more severe (account model) 
 Gas costs are already contentious 
 DeFi ecosystem complexity 

Table 9 Ethereum Deployment Strategies with Reality 
Check 

Strategy Implementation Gas Cost Realistic 
Timeline 

AA/ERC-
4337 [27] 

Smart contract 
wallets 

3–5× 
current 

Available but 
expensive 

EIP-7701 [41] Native AA support 2–3× 
current 

3–5 years 

Protocol 
Change 

New transaction 
type 

1.5–2× 
current 

5–8 years 

State 
Migration 

Replace all keys One-time 
massive 

10+ years if ever 

5.4 Coordination Problem 

5.4.1 Stakeholder Incentive Misalignment 

Table 10 illustrates the stakeholder incentive misalignment that 
makes consensus nearly impossible. 

Table 10: Why Consensus Is Nearly Impossible 

Stakeholder Incentive Likely Action Result 
Miners/Validators Maintain 

revenue 
Resist capacity 
reduction 

Delay 

Exchanges Avoid costs Wait for others 
to move 

Delay 

Users Low fees Oppose fee 
increases 

Delay 

Developers Technical 
perfection 

Endless 
optimisation 

Delay 

Nobody Wants 
immediate 
pain 

Everyone waits Stalemate 

5.4.2 Tragedy of the Commons 

 Individual rational choice: Wait for others to pay 
costs 

 Collective result: Nobody acts until it’s too late 
 Historical precedent: Y2K required regulatory 

forcing [52] 
 Blockchain reality: No central authority to force 

action 

This dynamic creates a profound test of decentralised 
governance. The very features that protect these networks from 
control by a central authority – the need for rough consensus 
among self-interested actors – also render them structurally ill-
equipped to solve long-horizon, high-cost public goods 
problems. 

5.4.3 Partial Migration Strategies – The Two-Tier Risk 

One potential path involves allowing gradual, opt-in migration: 

 New accounts use PQC, existing accounts are 
grandfathered 

 Creates a temporary two-tier security system 
 Risk: The Majority may never migrate without a 

forcing function 
 Result: Permanent security fragmentation 

While politically easier, this approach risks creating a dangerous 
illusion of progress while leaving the bulk of network value 
exposed. 
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expensive 

EIP-7701 [41] Native AA support 2–3× 
current 

3–5 years 

Protocol 
Change 

New transaction 
type 

1.5–2× 
current 

5–8 years 

State 
Migration 

Replace all keys One-time 
massive 

10+ years if ever 

5.4 Coordination Problem 

5.4.1 Stakeholder Incentive Misalignment 

Table 10 illustrates the stakeholder incentive misalignment that 
makes consensus nearly impossible. 

Table 10: Why Consensus Is Nearly Impossible 

Stakeholder Incentive Likely Action Result 
Miners/Validators Maintain 

revenue 
Resist capacity 
reduction 

Delay 

Exchanges Avoid costs Wait for others 
to move 

Delay 

Users Low fees Oppose fee 
increases 

Delay 

Developers Technical 
perfection 

Endless 
optimisation 

Delay 

Nobody Wants 
immediate 
pain 

Everyone waits Stalemate 

5.4.2 Tragedy of the Commons 

 Individual rational choice: Wait for others to pay 
costs 

 Collective result: Nobody acts until it’s too late 
 Historical precedent: Y2K required regulatory 

forcing [52] 
 Blockchain reality: No central authority to force 

action 

This dynamic creates a profound test of decentralised 
governance. The very features that protect these networks from 
control by a central authority – the need for rough consensus 
among self-interested actors – also render them structurally ill-
equipped to solve long-horizon, high-cost public goods 
problems. 

5.4.3 Partial Migration Strategies – The Two-Tier Risk 

One potential path involves allowing gradual, opt-in migration: 

 New accounts use PQC, existing accounts are 
grandfathered 

 Creates a temporary two-tier security system 
 Risk: The Majority may never migrate without a 

forcing function 
 Result: Permanent security fragmentation 

While politically easier, this approach risks creating a dangerous 
illusion of progress while leaving the bulk of network value 
exposed. 
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6. Implementation Challenges and Crypto-Agility 

6.1 Technical Challenges beyond Performance 

6.1.1 Overlooked Complexities 

Table 11 identifies overlooked implementation challenges 
beyond performance metrics. 

Table 11 Hidden Implementation Challenges 

Challenge Description Impact Mitigation 

Key 
Management 

Users need 2+ 
key pairs 

UX nightmare Years of wallet 
updates 

Recovery 
Phrases 

Longer seeds 
needed 

Incompatible 
standards 

Fragmentation 

Hardware 
Wallets 

Limited 
memory/CPU 

Many become 
obsolete 

Forced 
upgrades 

Cross-chain Different PQC 
choices 

Bridge 
incompatibility 

Ecosystem 
fracture 

Smart 
Contracts 

Gas limits 
exceeded 

Many become 
unusable 

Forced rewrites 

6.2 Crypto-Agility: The Missing Foundation 

Current proposals hard-code specific algorithms (e.g., ML-
DSA-65), creating future risk if these fail. Recent history shows 
this risk is real: 

 Rainbow: Broken after NIST selection [20] 
 SIKE: Broken after years of study 
 GeMSS: Attacked successfully 
 Lesson: Any specific algorithm may fail 

6.2.1 Crypto-Agile Architecture 

Phase 1: Enable Algorithm Flexibility 

protocol_upgrade { 
    signature_version: uint8,        // Versioning system 
    supported_algorithms: [          // Multiple options 
        ECDSA,                       // Keep legacy 
        ML_DSA_65,                   // Primary PQC 
        FN_DSA_512,                  // Backup PQC 
        FUTURE_SLOT_1,               // Reserved 
        FUTURE_SLOT_2                // Reserved 
    ], 
    selection_mechanism: "per_tx",   // User choice 
    governance_process: "BIP"        // How to add/remove 
} 

Phase 2: Gradual PQC Adoption 

 Users choose an algorithm per transaction 
 Market determines adoption rate 
 Failed algorithms can be deprecated 
 New algorithms can be added 

Benefits 

 Avoids lock-in to potentially broken algorithm 
 Enables gradual migration 
 Reduces governance friction 
 Allows competitive algorithm improvement 

Critical Limitation of Crypto-Agility 

While crypto-agility is technically necessary, it is not a panacea. 
It introduces permanent governance complexity: 

 Continuous Decision Making: Instead of one 
migration, perpetual algorithm management 

 New Attack Surface: Political battles over algorithm 
selection 

 Standards Evolution: Ongoing need to evaluate and 
integrate new algorithms 

 Trade-off: Exchanges algorithmic risk for governance 
risk 

This framework trades the catastrophic risk of algorithmic 
failure for the chronic challenge of ongoing governance 
decisions. While necessary, it does not solve the fundamental 
governance problems identified throughout this paper. 

6.3 Critical Path Analysis – Realistic Version 

6.3.1 Why the Timeline Extends 

Figure 2 visualizes the gap between measured performance, 
realistic optimization potential, and speculative future 
improvements. 

Figure 4 Critical Path with Realistic Durations 

Task Dependencies (Cannot be Parallelised): 
 
Specification ──→ Consensus ──→ Implementation ──→ 
Testing 
    12mo          60–120mo         24mo           12mo 
                       ↑ 
                MAIN BOTTLENECK 
              (Defensive Downgrade) 
                       ↓ 
User Migration ←── Activation ←── Deployment ←── 
Integration 
   24–48mo           6mo            12mo           12mo 
 
Realistic Total: 11–19 years (132–228 months) 
Optimistic Total: 5–7 years (60–84 months) 
 
Key Uncertainty: The Consensus phase could extend 
indefinitely 
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6.3.2 Point of No Return – Already Passed? 

Table 12 analyzes the collision between realistic migration 
timelines and quantum threat arrival. 

Table 12 Timeline vs. Threat Analysis 

Scenario Migration 
Needs 

Threat 
Arrives 

Outcome 

Optimistic 5–7 years (start 
2025) 

2037–
2040 

Possible 
success 

Realistic 10–15 years 
(start 2025) 

2035–
2038 

Racing 
against time 

With Algo 
Improvements 

10–15 years 2033–
2035 

Already too 
late 

With Crisis Delay Start 2030+ 2035–
2038 

Chaotic 
emergency 

Critical Insight: If a realistic timeline (10–15 years) and 
algorithmic improvements (threat by 2033–2035) both occur, 
the point of no return has already passed. 

 

7. Conclusions and Recommendations – A Sobering 
Reality 

7.1 Key Findings – Evidence-Based Assessment 

1. Quantum Threat Evolution 
o Hardware threshold: ~2,100–2,400 logical 

qubits [1, 2] 
o Algorithmic improvements: Continuously 

lowering threshold 
o Current capability: ~100 logical qubits [3] 
o Time to threat: 10–15 years, possibly less 
o Conclusion: Threat approaches from two 

directions 
2. Performance Impact – Worse than Expected 

o Permissioned systems: 52–57% throughput 
loss [15, 16] 

o Permissionless (conservative estimate): 60–
70% throughput loss 

o State bloat: 59× permanent increase 
o Node requirements: 5–10× increase over 

time 
o Conclusion: Devastating impact on 

decentralisation 
3. Governance Reality – The “Defensive 

Downgrade” Problem 
o Historical upgrades WITH benefits: <2 years 
o PQC with ONLY costs: 10–15 years 

optimistically 
o More likely: Stalls indefinitely until crisis 
o Conclusion: Political timeline may exceed 

technical timeline 
4. Missing Foundations 

o No crypto-agility in current proposals 
o State bloat impact overlooked 

o Permissionless performance understudied 
o Conclusion: The Problem is worse than 

acknowledged 

7.2 Honest Recommendations by Stakeholder 

7.2.1 For Protocol Developers 

Immediate Priorities: 

1. Implement crypto-agility first – Avoid algorithmic 
lock-in 

2. Conduct permissionless testing urgently – Stop 
extrapolating from Hyperledger 

3. Quantify state bloat – Model long-term impacts 
4. Set honest expectations – Acknowledge this is a 

defensive downgrade 
5. Plan for emergency activation – Crisis will likely 

force action 

Address Unrealistic Optimism: 

- That 5–7 years is conservative (it reflects unrealistic optimism) 
- That optimisations will solve the problem (they will not) 
- That governance will be smooth (it will not) 
 
7.2.2 For the Broader Ecosystem 

Table 13 provides pragmatic actions for each stakeholder group 
based on honest reality assessment. 

Table 13 Realistic Action Plan 

Stakeholder     Honest 
Reality 

Pragmatic 
Action 

Miners/Validators Will resist until 
forced 

Plan for 
emergency 
transition 

Exchanges Will delay until 
the last moment 

Build crisis 
response 
capability 

Users Will complain 
about costs 

Prepare for 3×+ 
fees 

Investors Value at risk Hedge against 
migration failure 

Developers Years of difficult 
work ahead 

Focus on crypto-
agility first 

7.3 Three Scenarios for the Future 

Scenario 1: Miraculous Cooperation (Probability: <10%) 

 Communities accept immediate pain for future gain 
 5–7-year migration succeeds 
 Capacity drops by 50%, but security is maintained 
 Blockchain survives as a settlement layer 
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To analyse block-level dynamics and Taproot adoption, we 
collect data for over 355,000 Bitcoin blocks (August 2017 to 
March 2024) and more than 880 million transaction outputs 
(November 2021 to March 2024). In addition, we gather daily 
Bitcoin price data to contextualise market dynamics. 

4.2 Inscription Identification and Classification 

We identify inscription transactions by scanning the 
hexadecimal structure of Bitcoin transactions for the inscription 
envelope (“0063036f7264”). For transactions containing this 
envelope, we further classify inscriptions by detecting the 
hexadecimal representation of their MIME type, which 
indicates the file format of the inscription content. In practice, 
this involves detecting the patterns shown in Table 1. 

Table 1. Hexadecimal Identifiers Used for Inscription 
Classification 

Inscription Category Hexadecimal Identifier 

BRC-20 2270223a226272632d323022 

Text 74657874 

Image 696d616765 

Application 6170706c69636174696f6e 

Video 766964656f 

Audio 617564696f 

To ensure accuracy, we validated our methodology in two ways: 
(i) by comparing our SQL queries against alternative approaches 
available on Dune and (ii) by manually inspecting a random 
sample of inscription transactions and their associated content 
using Ordinals explorers. Both checks confirmed the 
correctness and reliability of our classification procedure. 

4.3 Descriptive Analytics Framework 

For our descriptive analysis of Bitcoin’s network dynamics 
(Section 5), we employ distinct observation windows to address 
different analytical needs. To analyse individual inscription 
patterns, we consider the period from the first inscription on 14 
December 2022 (block 767,430) through 31 March 2024 (block 
837,164). To examine inscription transaction patterns, we focus 
on the period from the launch of the Ordinals protocol on 20 
January 2023 (block 772,739) through 31 March 2024. To assess 
broader structural shifts – such as changes in block size, 
blockspace utilisation, and Taproot adoption – we extend the 
observation window further back in time to capture pre-
Ordinals dynamics. All dates are based on Coordinated 
Universal Time (UTC). We conclude our study period at the 
end of March 2024, which is prior to the Bitcoin halving and 
the launch of the Runes metaprotocol on 20 April 2024, to 
avoid potential confounding effects from these events. 

We classify any transaction containing at least one inscription as 
an “inscription transaction,” while all other transactions are 

classified as “regular transactions.” In some cases, transactions 
contain multiple inscriptions (batch inscriptions). We split these 
batch inscriptions into their individual inscriptions and allocate 
transaction size, blockspace consumption, and transaction fees 
proportionally across all inscriptions included in the batch. 
Although this approach may introduce some imprecision, 
particularly for batch inscriptions containing inscriptions of 
different categories, it provides a practical and consistent 
framework for category-level analysis. 

To capture inscription activity and its direct impact on the 
Bitcoin network, we define three primary inscription-specific 
metrics: 

 Transaction Share: The proportion of all Bitcoin 
transactions that contain at least one inscription. 

 Blockspace Share: The share of blockspace 
consumed by inscription transactions. 

 Fee Share: The proportion of total transaction fees 
paid by inscription transactions. 

To assess broader network dynamics potentially influenced by 
inscriptions, we analyse three additional metrics: 

 Blockspace Utilisation: The share of available 
blockspace that is consumed by all transactions. 

 Block Size: The size of Bitcoin blocks measured in 
megabytes (MB). 

 Taproot Utilisation: The share of Taproot 
transaction outputs. 

All metrics are aggregated at the daily level.  

4.4 Regression Methodology 

To formally assess the impact of inscriptions on Bitcoin’s 
network dynamics, we complement our descriptive analysis 
with regression models. The regression analysis covers the 
period from 1 July 2022 to 31 March 2024. This window allows 
us to capture both the pre-Ordinals baseline and the post-
launch adoption phase, while avoiding potential confounding 
effects from events outside this window. 

We employ ordinary least squares (OLS) regressions with 
heteroskedasticity- and autocorrelation-robust (HAC) standard 
errors to account for serial correlation in daily blockchain data. 
To improve model fit and interpretability, variables exhibiting 
strong skewness were log-transformed (natural logarithm) prior 
to estimation. 

The general regression specification is given by: 

 =  +, + 



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Bitcoin price data to contextualise market dynamics. 

4.2 Inscription Identification and Classification 

We identify inscription transactions by scanning the 
hexadecimal structure of Bitcoin transactions for the inscription 
envelope (“0063036f7264”). For transactions containing this 
envelope, we further classify inscriptions by detecting the 
hexadecimal representation of their MIME type, which 
indicates the file format of the inscription content. In practice, 
this involves detecting the patterns shown in Table 1. 

Table 1. Hexadecimal Identifiers Used for Inscription 
Classification 

Inscription Category Hexadecimal Identifier 

BRC-20 2270223a226272632d323022 

Text 74657874 

Image 696d616765 

Application 6170706c69636174696f6e 

Video 766964656f 

Audio 617564696f 

To ensure accuracy, we validated our methodology in two ways: 
(i) by comparing our SQL queries against alternative approaches 
available on Dune and (ii) by manually inspecting a random 
sample of inscription transactions and their associated content 
using Ordinals explorers. Both checks confirmed the 
correctness and reliability of our classification procedure. 
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For our descriptive analysis of Bitcoin’s network dynamics 
(Section 5), we employ distinct observation windows to address 
different analytical needs. To analyse individual inscription 
patterns, we consider the period from the first inscription on 14 
December 2022 (block 767,430) through 31 March 2024 (block 
837,164). To examine inscription transaction patterns, we focus 
on the period from the launch of the Ordinals protocol on 20 
January 2023 (block 772,739) through 31 March 2024. To assess 
broader structural shifts – such as changes in block size, 
blockspace utilisation, and Taproot adoption – we extend the 
observation window further back in time to capture pre-
Ordinals dynamics. All dates are based on Coordinated 
Universal Time (UTC). We conclude our study period at the 
end of March 2024, which is prior to the Bitcoin halving and 
the launch of the Runes metaprotocol on 20 April 2024, to 
avoid potential confounding effects from these events. 

We classify any transaction containing at least one inscription as 
an “inscription transaction,” while all other transactions are 

classified as “regular transactions.” In some cases, transactions 
contain multiple inscriptions (batch inscriptions). We split these 
batch inscriptions into their individual inscriptions and allocate 
transaction size, blockspace consumption, and transaction fees 
proportionally across all inscriptions included in the batch. 
Although this approach may introduce some imprecision, 
particularly for batch inscriptions containing inscriptions of 
different categories, it provides a practical and consistent 
framework for category-level analysis. 

To capture inscription activity and its direct impact on the 
Bitcoin network, we define three primary inscription-specific 
metrics: 

 Transaction Share: The proportion of all Bitcoin 
transactions that contain at least one inscription. 

 Blockspace Share: The share of blockspace 
consumed by inscription transactions. 

 Fee Share: The proportion of total transaction fees 
paid by inscription transactions. 

To assess broader network dynamics potentially influenced by 
inscriptions, we analyse three additional metrics: 

 Blockspace Utilisation: The share of available 
blockspace that is consumed by all transactions. 

 Block Size: The size of Bitcoin blocks measured in 
megabytes (MB). 

 Taproot Utilisation: The share of Taproot 
transaction outputs. 

All metrics are aggregated at the daily level.  

4.4 Regression Methodology 

To formally assess the impact of inscriptions on Bitcoin’s 
network dynamics, we complement our descriptive analysis 
with regression models. The regression analysis covers the 
period from 1 July 2022 to 31 March 2024. This window allows 
us to capture both the pre-Ordinals baseline and the post-
launch adoption phase, while avoiding potential confounding 
effects from events outside this window. 

We employ ordinary least squares (OLS) regressions with 
heteroskedasticity- and autocorrelation-robust (HAC) standard 
errors to account for serial correlation in daily blockchain data. 
To improve model fit and interpretability, variables exhibiting 
strong skewness were log-transformed (natural logarithm) prior 
to estimation. 

The general regression specification is given by: 

 =  +, + 



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where  denotes the dependent variable,  the constant,  the 
coefficient estimates of the independent variables, , the 
independent variables, and  the error term. 

The selection of dependent variables is motivated by the 
analysis in Section 5, where we identify inscription-related shifts 
in transaction activity, Taproot adoption, blockspace dynamics, 
and transaction fees. From these findings, we derive hypotheses 
that are tested econometrically in Section 6. The dependent 
variables include: 

 Total Transactions (log) 
 Regular Transactions (log) 
 Taproot Utilisation (%) 
 Average Block Size (MB) 
 Blockspace Utilisation (%) 
 Inscription Transaction Share (%) 
 Total Transaction Fees (log) 
 Regular Transaction Fees (log) 

The independent variables are chosen to capture the impact of 
inscriptions and to control for price dynamics, which may also 
influence the dependent variables. These include: 

 Inscription Transaction Share (%) 
 Inscription Blockspace Share (%) 
 Daily Bitcoin Log Returns 
 7-Day Price Volatility of Bitcoin 

We use inscription-related metrics in relative terms (share 
values) rather than absolute values to account for the unique 
characteristics of inscriptions and to better capture their impact 
on overall network dynamics. For instance, a single inscription 
transaction may fill almost an entire block, which is clearly 

reflected in the share value but less so in absolute terms. We 
include daily Bitcoin log returns to control for short-term price 
fluctuations and 7-day price volatility to control for the effect 
of short- to medium-term market uncertainty on on-chain 
activity. Price volatility is calculated as 7-day standard deviation 
of daily log returns. 

All variables used in the regression analysis are calculated at the 
daily level for our 640-day observation period. The summary 
statistics for these variables are reported in Table 2. 

5. Exploration of Bitcoin’s Network Dynamics 

5.1 Composition and Evolution of Inscriptions 

Between December 2022 and March 2024, 67.3 million 
inscriptions were recorded on the Bitcoin blockchain. As shown 
in Table 3, BRC-20 inscriptions were the dominant category, 
accounting for 77.7% of all inscriptions, followed by text 
(16.2%) and image (3.5%) inscriptions. 

As illustrated in Figure 1, early inscription activity following 
the launch of the Ordinals protocol in January 2023 was 
primarily driven by text and image inscriptions. This pattern 
changed significantly with the introduction of the BRC-20 
token standard in March 2023, which triggered the first major 
wave of inscription activity in the following months. 
Inscription volume surged until late September, with BRC-20 
accounting for the vast majority of inscriptions. Overall, the 
evolution of inscriptions shows a dynamic and rapidly shifting 
ecosystem. The data in Figure 1 indicate that the timing of 
inscription waves appears to be more closely linked to 
protocol innovations – such as the introduction of BRC-20 – 
than to Bitcoin price fluctuations. This motivates our first 
hypothesis: 

Table 2. Summary Statistics for Variables Used in Regression Analysis (Daily data, 1 July 2022 – 31 March 2024) 

Variable Observations Mean Std. Dev. Min Median Max 

Total Transactions (log) 640 12.773 0.315 12.142 12.710 13.503 

Regular Transactions (log) 640 12.499 0.145 11.885 12.500 13.185 

Taproot Utilisation (%) 640 17.80 16.78 0.14 13.93 65.24 

Average Block Size (MB) 640 1.563 0.312 0.825 1.654 2.518 

Blockspace Utilisation (%) 640 92.31 11.83 54.58 99.20 99.85 

Total Transaction Fees (log) 640 3.418 0.878 1.780 3.196 6.454 

Regular Transaction Fees (log) 640 3.304 0.788 1.780 3.133 5.934 

Inscription Transaction Share (%) 640 20.38 21.67 0.00 12.60 75.50 

Inscription Blockspace Share (%) 640 15.22 13.61 0.00 15.85 55.26 

Daily Bitcoin Log Returns 640 0.002 0.021 −0.110 0.001 0.107 

7-Day Price Volatility 640 0.017 0.009 0.003 0.016 0.061 
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H1: Short-term Bitcoin price dynamics have only a limited 
direct influence on inscription activity. 

Table 3. Inscriptions per Category 
Inscription Category Count Share (%) 
BRC-20 52,287,206 77.68 
Text 10,929,318 16.24 
Image 2,358,488 3.50 
Other 956,205 1.42 
Application 699,332 1.04 
Video 78,316 0.12 
Audio 1,299 0.00 
Total 67,310,164 100.00 

 
Figure 1. Inscriptions and Bitcoin Price. 

5.2 Transaction Analysis 

5.2.1 Transaction Dynamics 

To assess the impact of inscriptions on Bitcoin’s on-chain 
activity, we examine the transaction share of inscription 
transactions and analyse how this metric interacts with overall 
network activity. As shown in Table 4, Bitcoin recorded nearly 
64 million inscription transactions between 20 January 2023 and 
31 March 2024, representing 34.6% of all transactions during 
this period. Figure 2 shows that the number of regular 
transactions remained relatively stable, implying that inscription 
transactions added to overall network activity rather than 
replacing existing transaction flows. As shown in Panel A of 
Table 5, BRC-20 inscriptions accounted for the vast majority of 
inscription transactions, followed by text and image 
inscriptions. 

Table 4. Transactions Distribution 
Transaction Type Count Transaction 

Share (%) 
Regular Transactions 121,121,535 65.44 
Inscription Transactions 63,959,185 34.56 
Total 185,080,720 100.00 

 
Figure 2. Transactions Distribution. 

Figures 1, 2, and 3 indicate that inscription transaction volumes 
closely mirrored the number of individual inscriptions created. 
Since each inscription must be recorded in a transaction, the 
number of new inscriptions directly drives inscription-related 
transaction volume. The fact that there is no perfect correlation 
between these two metrics can be attributed to batch 
inscriptions, which allow multiple inscriptions to be created in 
a single transaction. As shown in Table 6, approximately 3.7 
million inscriptions were created in 344,287 batch inscriptions, 
reducing inscription-related transaction volume by 
approximately 3.36 million and explaining the imperfect 
correlation between the number of individual inscriptions and 
inscription transactions. 

Table 5. Main Metrics per Inscription Category 
Panel A: Share Relative to All Inscription Transactions 

Inscription 
Category 

Transaction 
Share (%) 

Blockspace 
Share (%) 

Fee Share 
(%) 

BRC-20 81.54 56.70 73.47 
Text 13.46 15.78 13.86 
Image 3.05 24.90 8.84 
Other 1.95 2.62 3.83 
All Insc. 
Transactions 

100.00 100.00 100.00 

 

Panel B: Share Relative to All Bitcoin Transactions 
Inscription 
Category 

Transaction 
Share (%) 

Blockspace 
Share (%) 

Fee Share 
(%) 

BRC-20 28.18 12.86 16.24 
Text 4.65 3.58 3.06 
Image 1.05 5.65 1.95 
Other 0.67 0.59 0.85 
All Insc. 
Transactions 

34.56 22.68 22.10 
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Figure 3. Transaction Share. 

The transaction share metric highlights that inscriptions 
introduced a novel use case that significantly increased on-chain 
activity on Bitcoin’s base layer. At the same time, regular 
transaction volume remained largely unaffected. Taken 
together, these findings motivate the following hypotheses: 

H2.1: Higher levels of inscription activity are associated with an 
increase in the total number of Bitcoin transactions. 

H2.2: Higher levels of inscription activity are not associated 
with a substantial reduction in the number of regular 
transactions. 

Table 6. Batch Inscriptions 
Batch Size Batch Inscriptions Share (%) 
≥ 10,000 6 0.00 
5,000–9,999 1 0.00 
1,000–4,999 776 0.23 
500–999 714 0.21 
100–499 4,934 1.43 
50–99 4,114 1.19 
10–49 24,451 7.10 
3–9 35,185 10.22 
2 274,106 79.62 
Total 344,287 100.00 

5.2.2 Taproot Utilisation 

As outlined in Section 3.2, the creation of an inscription requires 
the generation of a Taproot output. This link between Taproot 
outputs and inscriptions motivates us to investigate whether the 
rise in inscription transactions corresponded with an increase in 
Taproot utilisation. We define Taproot utilisation as the share 
of Taproot outputs relative to all transaction outputs. 

Figures 4 and 5 show that prior to 2023, Taproot use was 
minimal. Following the launch of the Ordinals protocol, both 
the number of Taproot outputs and Taproot utilisation 
increased sharply. We can further observe that Taproot 
utilisation exhibited a strong co-movement with the share of 

inscription transactions. This pattern suggests that Taproot 
adoption was driven less by general demand for its technical 
features and more by the emergence of inscriptions as a new use 
case that is dependent on this protocol upgrade. We thus derive 
the following hypothesis: 

H3: Higher levels of inscription activity are associated with 
increased Taproot utilisation. 

 
Figure 4. Transaction Outputs Distribution. 

 
Figure 5. Inscription Transaction Share 

and Taproot Utilisation. 

5.3 Blockspace Analysis 

5.3.1 Blockspace Dynamics 

Bitcoin’s base layer operates under a strict block size limit, 
which caps the amount of data and thus the number of 
transactions that can be included in each block. As a result, 
transactions compete for limited blockspace. The emergence of 
inscriptions intensified this competition. We use the blockspace 
share metric to assess the impact of inscriptions on one of the 
network’s most constrained resources. 

Panel B of Table 5 shows that between January 2023 and March 
2024, inscription transactions consumed 22.7% of the 
network’s total blockspace, which is notably lower than their 
34.6% share of total transactions. Figures 3 and 6 illustrate that 
this divergence between transaction share and blockspace share 
persisted throughout the sample period. This can be explained 
by the variability in size and frequency of transactions across 
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5, BRC-20 and text inscriptions, which together comprised 95% 
of inscription transactions, accounted for only 72.5% of 
inscription-related blockspace consumption. By contrast, image 
inscriptions represented just 3% of inscription transactions but 
consumed nearly 25% of inscription-related blockspace. 
Transaction size data in Table 7 corroborates this pattern. On 
average, BRC-20 and text transactions were 61% and 49% 
smaller than regular transactions, respectively, while image 
inscription transactions were 276% larger. This dynamic 
underscores that blockspace consumption is shaped not only by 
aggregate inscription volume but also by the characteristics and 
composition of inscription categories. 
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more frequently, and overall blockspace utilisation increased. 
With the first major wave of BRC-20 inscriptions in April 2023, 
the network entered the longest sustained period of persistently 
high blockspace utilisation in Bitcoin’s history. Prior to 2023, 
such periods typically lasted only for a few months. These 
dynamics suggest an association between inscription activity 

and the degree to which available blockspace is utilised. 
Accordingly, we derive the following hypothesis: 

H4: Higher inscription blockspace shares are associated with 
higher levels of blockspace utilisation. 
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The second notable observation concerns block size. As shown 
in Figure 8, the average daily block size remained relatively 
stable after the SegWit upgrade, even though this upgrade 
enabled individual blocks to reach a capacity of up to 4 MB. 
Following the launch of the Ordinals protocol, average block 
size rose sharply, frequently exceeding 2 MB during the early 
phase of inscriptions. Throughout the remainder of the sample 
period, the daily average block size remained at an elevated level. 

To further assess the impact of inscriptions, we compare block 
size metrics between two equally long 437-day periods before 
and after the launch of the Ordinals protocol. Table 8 shows 
that the average block size increased from 1.18 MB to 1.74 MB, 
a 47% rise, while the median increased by 20%. Stripped block 
size – which excludes witness data and therefore inscription 
content – experienced only modest changes over the same 
period. In fact, the median value decreased slightly. This 
suggests that the observed growth in block size was largely 
attributable to witness data, which is also driven by inscriptions. 
Based on these findings, we formulate the following hypothesis: 

H5: Higher inscription blockspace shares are associated with an 
increase in the average size of Bitcoin blocks. 
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Table 8. Bitcoin Block Size Changes 
 Pre-Ordinals Post-Ordinals Change  
 (MB) (MB) (%) 
Average Size 1.182 1.737 +47 

Median Size 1.394 1.673 +20 

Average 
Stripped Size 

0.648 0.737 +14 

Median 
Stripped Size 

0.794 0.770 −3 

5.4 Fee Analysis 

Bitcoin’s fee market allocates blockspace through a competitive 
bidding process, with miners prioritising transactions based on 
their fee rates, expressed in satoshis per virtual byte (sat/vB). 
Given our findings about inscription activity in Sections 5.2 and 
5.3, it is relevant to assess how inscriptions affected fee market 
dynamics. 

As shown in Table 9, total transaction fees on the Bitcoin 
network amounted to 29,060 Bitcoin between January 2023 and 
March 2024, of which inscription transactions contributed 6,423 
Bitcoin, or 22.1%. This value is lower than their 22.7% 
blockspace share, indicating that inscription transactions, on 
average, paid slightly lower fees per unit of blockspace than 
regular transactions. This pattern also holds over time. As 
illustrated in Figures 6 and 9, the fee share of inscriptions 
generally mirrored their blockspace share throughout the sample 
period, albeit at a lower magnitude. The near parity between 
inscriptions’ total fee share and blockspace share can be explained 
by inscriptions contributing disproportionately more fees during 
periods of heightened network fee rates (Figures 10 and 11). 

Table 9. Transaction Fees Distribution 
Transaction Type Fees (BTC) Share (%) 
Regular TXs 22,637 77.90 
Inscription TXs 6,423 22.10 
Total 29,060 100.00 

 
Figure 9. Transaction Fee Share. 
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and Median Fee Rate. 

At the category level, Panel A of Table 5 shows that BRC-20 
inscriptions were the only major category whose fee share 
(73.5%) exceeded their blockspace share (56.7%). In contrast, 
image inscriptions accounted for 24.9% of blockspace 
consumed by inscriptions but contributed only 8.8% of 
transaction fees paid by inscriptions. Consistent with this 
observation, Table 10 shows that image inscription transactions 
exhibited the lowest fee rate of all categories. It also shows that 
inscription transactions, on average, paid a lower fee rate than 
regular transactions. These findings are consistent with the 
results of Bertucci [2]. 

 
Figure 11. Transaction Fees Distribution. 

Table 10. Transaction Fee Rates 
Transaction Type Median Fee Rate(sat/vB) 
All Transactions 27.51 
Regular 28.98 
All Inscriptions 23.92 
BRC-20 22.68 
Text 24.91 
Image 20.57 
Other 45.91 
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Tables 5 and 7, BRC-20 and text inscriptions are considerably 
smaller than image inscriptions but occur in much higher 
numbers. A few large image inscriptions can easily consume the 
space of an entire block, whereas the smaller yet more 
numerous BRC-20 and text inscriptions can also drive 
blockspace consumption and efficiently fill residual space when 
blocks are nearly full. In both cases, the outcome is similar: 
inscriptions create additional demand for blockspace and 
thereby contribute to higher blockspace utilisation. 

Log returns also exhibit a positive and significant effect, 
consistent with the notion that short-term price changes may 
stimulate transaction activity and thereby increase demand for 
blockspace. By contrast, price volatility shows no discernible 
impact. With an adjusted R-squared value of 0.46, the model 
accounts for a considerable share of variation in blockspace 
utilisation, though substantial unexplained dynamics remain. 

H5: Higher inscription blockspace shares are associated with an 
increase in the average size of Bitcoin blocks. 

The results provide evidence consistent with our hypothesis. 
The coefficient estimate of the inscription blockspace share is 
positive and highly significant. An increase of 1 percentage 
point in the share of blockspace consumed by inscription 
transactions corresponds to an increase in the average block size 
of approximately 0.017 MB. While this absolute value may 
appear modest, its cumulative effect is substantial given the 
block size limit of 4 MB. These regression results are consistent 
with our findings in Section 5.3, which show that the average 
block size rose sharply after the launch of the Ordinals protocol. 

Because inscriptions store their content in the witness part of 
transactions, they can individually or collectively add substantial 

amounts of data, sometimes inflating block size to nearly 4 MB. 
Evidence from Table 8 also indicates that the increase in block 
size between the pre- and post-Ordinals periods was primarily 
driven by witness data. Although our model leaves a 
considerable share of variation unexplained, the combined 
evidence from our regression and descriptive analysis suggests     
that inscriptions were a major factor associated with the 
observed growth in block size. 

H6.1: Higher inscription blockspace shares are associated with 
an increase in total transaction fees. 

The results support our hypothesis. The coefficient estimate of 
the inscription blockspace share is positive and highly 
significant, indicating that a 1 percentage point increase in the 
inscription blockspace share is associated with roughly a 4% 
increase in total transaction fees. This suggests that inscriptions, 
by competing for scarce blockspace, contributed to higher fee 
revenue. By contrast, log returns and price volatility show no 
significant effects. However, our model only explains a 
moderate share of total fee revenue variation. 

H6.2: Higher inscription blockspace shares are associated with 
an increase in regular transaction fees. 

The coefficient estimate of the inscription blockspace share is 
positive and highly significant, implying that a 1 percentage 
point increase in the inscription blockspace share corresponds 
to approximately a 3.2% increase in regular transaction fees. 
This indicates that inscriptions, while paying lower average fee 
rates themselves, raised competitive pressure on regular 
transactions, pushing their fees higher. Price dynamics remain 
statistically insignificant. Although this model also only has 
moderate explanatory power, the results are consistent with our 

Table 11. OLS Regression Results (1 July 2022 – 31 March 2024) 
 (1) (2) (3) (4) (5) (6) (7) (8) 
 H1 H2.1 H2.2 H3 H4 H5 H6.1 H6.2 
 Inscription 

Transaction 
Share 

Total 
Transactions 

Regular 
Transactions 

Taproot 
Utilisation 

Blockspace 
Utilisation 

Average 
Block Size 

Total 
Transaction 

Fees 

Regular 
Transaction 

Fees 
 (%) (log) (log) (%) (%) (MB) (log) (log) 

Inscription 
Transaction 
Share (%) 

 0.013*** 
(0.000) 

−0.001*** 
(0.000) 

0.69*** 
(0.04) 

    

Inscription 
Blockspace 
Share (%) 

    0.58*** 
(0.05) 

0.017*** 
(0.002) 

4.071*** 
(0.476) 

3.200*** 
(0.446) 

Daily Bitcoin 
Log Returns 

−5.20 
(37.88) 

0.742*** 
(0.243) 

0.845*** 
(0.266) 

20.01 
(15.53) 

40.75** 
(17.11) 

0.887** 
(0.395) 

1.984 
(1.329) 

2.034 
(1.262) 

7-Day Price 
Volatility 

−568.82*** 
(159.85) 

1.072 
(0.763) 

0.658 
(0.914) 

73.59 
(60.30) 

−57.45 
(56.56) 

2.045 
(1.760) 

2.646 
(4.645) 

2.506 
(4.309) 

Observations 640 640 640 640 640 640 640 640 
Adjusted 

R-Squared 
0.059 0.839 0.051 0.779 0.457 0.564 0.394 0.302 

Note: Standard errors in parentheses. The significance levels are: *** p < 0.01, ** p < 0.05, * p < 0.1 
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Abstract 
This paper introduces a novel framework for rate discovery in decentralised finance (DeFi), focusing on the unique challenges and 
opportunities within decentralised lending platforms. We explore the mechanisms of interest rate formation in a decentralised 
environment, without traditional banking institutions’ control. By leveraging lending pool dynamics, we propose a method that integrates 
borrowers’ risk profiles with market liquidity conditions to determine fair borrowing rates without third-party involvement. Our model 
aims to offer a transparent and reliable solution for rate discovery in DeFi. Through a series of simulations, we demonstrate the potential 
of our framework to improve lending practices in the DeFi ecosystem, making it a viable and competitive alternative to conventional 
financial systems. The findings suggest that our approach not only enhances the transparency and fairness of the lending process but also 
encourages a more informed participation of lenders and borrowers, ultimately contributing to the stability and growth of the DeFi market. 
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Symbol Description 

𝑅𝑅! Minimum interest rate (base rate) 
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𝑅𝑅) Borrowing rate at time 𝑡𝑡 
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𝑟𝑟* Tick-specific borrowing rate 

ROI Borrower’s maximum acceptable 
borrowing rate 
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Introduction 

The determination of interest rates in financial markets is a 
process influenced by a variety of factors, ranging from individual 
creditworthiness to broader macroeconomic conditions. 
Traditional financial systems have long relied on intermediaries, 
such as banks, to assess borrower risk and set interest rates 
accordingly. However, this reliance on centralised institutions 
introduces challenges related to information asymmetry [1, 2], 
where lenders possess less information than borrowers, leading 
to potential inefficiencies and inequities in lending practices. 

Decentralised finance (DeFi) represents a significant departure 
from traditional financial systems, offering a decentralised 
approach to lending that eliminates the need for trusted third-
party intermediaries. By leveraging blockchain technology, DeFi 
platforms enable peer-to-peer transactions and lending 
agreements, thereby democratising access to financial services. 
However, the decentralised nature of DeFi also introduces 
unique challenges, particularly in determining fair and transparent 
borrowing rates in the absence of centralised control. 

This paper aims to address these challenges by proposing a 
theoretical framework for interest rate discovery within the 
DeFi ecosystem. Our approach builds upon existing literature 
on credit rationing, information asymmetry, and auction theory, 
extending these concepts to the decentralised context. By 
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examining the dynamics of lending pools and integrating 
borrowers’ risk profiles with market liquidity conditions, we 
seek to develop a model that facilitates equitable rate 
determination without intermediary involvement. 

Central to our framework is the concept of an auction 
mechanism, where lending rates are determined through a 
competitive bidding process among liquidity providers. This 
mechanism is designed to reflect the true market value of 
borrowing rates, taking into account both the borrower’s risk 
profile and prevailing market conditions. Through a series of 
simulations, we explore the potential of our framework to 
enhance transparency and fairness in DeFi lending practices. 

The findings suggest that our model not only aligns incentives 
between lenders and borrowers but also fosters a more 
informed and stable lending environment. By encouraging the 
disclosure of financial information and leveraging market 
dynamics, our approach contributes to the theoretical discourse 
on financial decentralisation and offers insights into the 
potential of DeFi to provide reliable lending and borrowing 
options in a decentralised manner. 

Moreover, this paper delves into the implications of our 
proposed framework for the broader financial ecosystem, 
examining its potential to address long-standing issues related 
to information asymmetry and credit rationing. By advancing 
our understanding of decentralised rate discovery mechanisms, 
we aim to contribute to the ongoing evolution of DeFi and its 
integration into the global financial landscape.  

Interest Rate Model in DeFi 

Lending protocols such as Aave, Compound, Maker DAO, and 
dYdX have established a robust foundation for the lending 
market in DeFi [3]. They enable cryptocurrency holders to earn 
interest on their assets in a permissionless manner, thereby 
democratising access to financial services. 

A pivotal aspect of these protocols is the determination of 
borrowing rates, which is intricately linked to the concept of 
utilisation rate. The utilisation rate, denoted as  is a metric that 
quantifies the proportion of supplied assets that are currently 
borrowed within a lending pool. Mathematically, it is expressed as: 

𝑈𝑈 =
𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇	𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵
𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇	𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆 

This rate serves as an indicator of the availability of capital 
within the pool, with higher utilisation rates signifying greater 
demand for borrowing relative to the supply of assets. The 
utilisation rate is fundamental in managing liquidity risk within 
the protocol, as it influences borrowing and lending behaviours 
through dynamic interest rate adjustments. 

The interest rate model employed by these protocols is 
algorithmically designed to optimise capital utilisation and 

manage liquidity risk. Specifically, the borrowing interest rates 
are derived from the utilisation rate through a piecewise linear 
function. According to Aave’s documentation, the interest rate 
model is defined as follows: 

- if 𝑈𝑈 ≤ 𝑈𝑈!"#$%&' , 𝑅𝑅# = 𝑅𝑅( +
)%

)&'%$()*
𝑅𝑅*'!"+, 

- if 𝑈𝑈 > 𝑈𝑈!"#$%&' , 𝑅𝑅# = 𝑅𝑅( + 𝑅𝑅*'!"+, +
)%-)&'%$()*

,-)&'%$()*
𝑅𝑅*'!"+. 

where, 

- 𝑅𝑅( is the minimum interest rate charged to borrowers 
when the utilisation rate is at its lowest. It represents 
the baseline cost of borrowing, irrespective of the 
demand for the asset. It is typically set to cover the 
basic operational costs and risks associated with 
lending. 

- 𝑅𝑅*'!"+, determines the rate of increase in the interest 
rate as the utilisation rate rises from 0% to the optimal 
utilisation rate. It reflects how sensitive the interest rate 
is to changes in utilisation within this range. A steeper 
slope indicates a more rapid increase in the interest rate 
as utilisation increases, incentivising borrowers to 
repay their loans or suppliers to provide more liquidity 
as demand rises. 

- 𝑅𝑅*'!"++ governs the rate of increase in the interest rate 
when the utilisation rate exceeds the optimal utilisation 
rate. It is generally steeper than to discourage high 
utilisation, which could lead to liquidity shortages. A 
higher ensures that as the pool becomes more utilised, 
the cost of borrowing increases significantly, 
encouraging repayments and additional supply to 
maintain liquidity. 

The model parameters (𝑅𝑅(, 𝑈𝑈!"#$%&' , 𝑅𝑅*'!"+,) are asset 
dependent. The interest rate parameters of assets with lower 
liquidity levels are more conservative. Model’s parameters can 
also be subject to change depending on market conditions. 

By understanding and effectively managing the utilisation rate, 
DeFi protocols can incentivise behaviours that support liquidity 
and optimise capital allocation, thereby enhancing the overall 
functionality and reliability of the decentralised lending 
ecosystem. 

The current landscape of decentralised finance (DeFi) lending 
is primarily focused on highly collateralised borrowing, where 
borrowers must provide collateral equal to or greater than the 
borrowed amount. This approach ensures repayment and 
minimises default risk by enabling the sale of collateral in case 
of extreme market fluctuations [4]. The borrowing rate is 
influenced by liquidity in the pool, rather than reflecting the 
financial health of the borrower; it is more indicative of liquidity 
and market risk. Hence, when considering over-collateralised 
lending, the extent to which DeFi lending protocols facilitate 
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This rate serves as an indicator of the availability of capital 
within the pool, with higher utilisation rates signifying greater 
demand for borrowing relative to the supply of assets. The 
utilisation rate is fundamental in managing liquidity risk within 
the protocol, as it influences borrowing and lending behaviours 
through dynamic interest rate adjustments. 

The interest rate model employed by these protocols is 
algorithmically designed to optimise capital utilisation and 

manage liquidity risk. Specifically, the borrowing interest rates 
are derived from the utilisation rate through a piecewise linear 
function. According to Aave’s documentation, the interest rate 
model is defined as follows: 
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)%

)&'%$()*
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,-)&'%$()*
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where, 

- 𝑅𝑅( is the minimum interest rate charged to borrowers 
when the utilisation rate is at its lowest. It represents 
the baseline cost of borrowing, irrespective of the 
demand for the asset. It is typically set to cover the 
basic operational costs and risks associated with 
lending. 

- 𝑅𝑅*'!"+, determines the rate of increase in the interest 
rate as the utilisation rate rises from 0% to the optimal 
utilisation rate. It reflects how sensitive the interest rate 
is to changes in utilisation within this range. A steeper 
slope indicates a more rapid increase in the interest rate 
as utilisation increases, incentivising borrowers to 
repay their loans or suppliers to provide more liquidity 
as demand rises. 

- 𝑅𝑅*'!"++ governs the rate of increase in the interest rate 
when the utilisation rate exceeds the optimal utilisation 
rate. It is generally steeper than to discourage high 
utilisation, which could lead to liquidity shortages. A 
higher ensures that as the pool becomes more utilised, 
the cost of borrowing increases significantly, 
encouraging repayments and additional supply to 
maintain liquidity. 

The model parameters (𝑅𝑅(, 𝑈𝑈!"#$%&' , 𝑅𝑅*'!"+,) are asset 
dependent. The interest rate parameters of assets with lower 
liquidity levels are more conservative. Model’s parameters can 
also be subject to change depending on market conditions. 

By understanding and effectively managing the utilisation rate, 
DeFi protocols can incentivise behaviours that support liquidity 
and optimise capital allocation, thereby enhancing the overall 
functionality and reliability of the decentralised lending 
ecosystem. 

The current landscape of decentralised finance (DeFi) lending 
is primarily focused on highly collateralised borrowing, where 
borrowers must provide collateral equal to or greater than the 
borrowed amount. This approach ensures repayment and 
minimises default risk by enabling the sale of collateral in case 
of extreme market fluctuations [4]. The borrowing rate is 
influenced by liquidity in the pool, rather than reflecting the 
financial health of the borrower; it is more indicative of liquidity 
and market risk. Hence, when considering over-collateralised 
lending, the extent to which DeFi lending protocols facilitate 
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true borrowing – where an agent gets into a position of net debt 
– is limited, creating a gap compared to traditional finance 
(TradFi) offerings. 

To bridge this gap, a potential solution involves reducing the 
on-chain collateral requirement by replacing it with off-chain 
collateral that can be materialised through the creation of a 
dedicated Special Purpose Vehicle (SPV). Rather than having 
the corporation serve as the legal obligor, an SPV structure 
leverages the advantages of traditional securitisation 
frameworks. It does this by collateralising the loan with a 
diversified asset portfolio within an SPV and subjecting these 
assets to eligibility criteria, robust portfolio covenants, and 
comprehensive legal recourse. Another solution lies in the 
tokenisation of off-chain assets, allowing them to serve as 
collateral on-chain. By making the collateral ratio variable, we 
preserve the signalling role of collateral quality while enabling 
more flexible borrowing conditions [1]. By reducing the on-
chain over-collateralisation requirement, we introduce default 
risk, posing a challenge in determining a borrowing rate that 
accurately reflects the borrower’s financial risk without relying 
on a third party or arbitrarily adding a risk premium to the 
existing algorithmic rate model. 

While Aave and Compound use algorithmic interest rate curves 
based on utilisation, protocols that do not rely on on-chain 
over-collateralisation – like Notional, Maple Finance, or 
Goldfinch – involve fixed-rate lending through centralised 
negotiations or credit committee assessments. Our approach 
introduces decentralised, transparent rate formation suitable for 
unsecured lending at scale. 

The following section details our structured approach to 
decentralised rate discovery. It includes the implementation of 
an auction, proposed as a method to accurately reflect credit risk 
in addition to enabling fixed borrowing rates, which are more 
suitable for most borrowing use cases. 

Lending Pools Framework to Enable a Decentralised 
Rate Discovery 
The lending process is initiated by the creation of a lending 
pool on-chain. These pools are tailored to individual 
borrowers and possess distinct characteristics, including the 
desired loan type, loan amount 𝐾𝐾, maturity period, and token 
type. We denote 𝐿𝐿𝑃𝑃/,1 as a lending pool assigned to a 
borrower 𝐵𝐵, and 𝐷𝐷23!,# represents the total deposit amount 
within that particular pool. 

Pre-Pool Opening Phase 

In order to deter borrowers from creating idle lending pools, it 
is required that borrowers lock a deposit before the opening of 
the pool. The size of the deposit is determined by a fraction of 
the desired borrowed amount. Once the borrower successfully 
borrows from their pool, the deposit will be returned to them. 
However, in cases where the borrower does not end up 
borrowing from their pool despite the pool being filled up, the 

deposit will be distributed among the liquidity providers of that 
particular pool. This constraint ensures that borrowers have an 
interest in utilising the lending pool, as they risk losing their 
deposit if they do not borrow from it. 

Lending Pool as a Set of Ticks 

To enable an on-chain rate discovery, we propose to implement 
an auction process enabled by the division of lending pools into 
a series of ticks.  Each tick represents a sub-pool of funds within 
the borrower’s pool, and corresponds to a specific lending rate. 
Liquidity providers, when contributing to the pool, select their 
lending rate, and their funds are allocated to the corresponding 
tick. For instance, if a liquidity provider opts for a 5% rate, their 
funds find placement in the 5% tick of the borrower’s lending 
pool. The visual representation below offers a clearer depiction 
of the lending pool design: 

 

The integration of auctions and ticks in decentralised lending 
frameworks offers several advantages over traditional DeFi 
models like Aave. Auctions facilitate market-driven rate 
discovery by leveraging competitive bidding [5, 6], ensuring 
rates reflect true market values and enhancing transparency and 
fairness [7, 8]. The use of ticks allows for granular rate 
adjustments, dynamically aligning lending rates with market 
conditions [9, 10]  and incentivising information disclosure. 
This approach can lower transaction costs [11] by streamlining 
the lending process.  

The pool opening marks the beginning of the book-building 
phase. 

Book-Building Phase 

The book-building phase is time-limited; its duration is set in 
the pool’s characteristics. During this phase, liquidity providers 
can freely deposit into the lending pool at the lending rate of 
their choice. They are free to update their lending rate. 
Additionally, liquidity providers can freely withdraw their funds 
as their funds have not yet been borrowed.  
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The integration of auctions and ticks in decentralised lending 
frameworks offers several advantages over traditional DeFi 
models like Aave. Auctions facilitate market-driven rate 
discovery by leveraging competitive bidding [5, 6], ensuring 
rates reflect true market values and enhancing transparency and 
fairness [7, 8]. The use of ticks allows for granular rate 
adjustments, dynamically aligning lending rates with market 
conditions [9, 10]  and incentivising information disclosure. 
This approach can lower transaction costs [11] by streamlining 
the lending process.  

The pool opening marks the beginning of the book-building 
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Book-Building Phase 

The book-building phase is time-limited; its duration is set in 
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The ticks can be transposed to a limit order book restricted to 
the bid side. The bids are limit orders, and the bond issuance is 
a sell market order. Consider a zero-coupon bond auction 
where a bond unit delivers 100 at maturity. Let’s assume a 
lending pool with lending rates of 𝑟𝑟,, ⋯ , 𝑟𝑟4, with 𝑇𝑇 being the 
bond maturity, 𝑝𝑝,, ⋯ , 𝑝𝑝4 the implied bid prices and 𝑑𝑑,, ⋯𝑑𝑑4 
representing the amount of deposit available in each tick. We 
can derive the following bids: 

Order Book Representation 

Side Rate Deposit 
Available 

Implied Bid Price Implied 
Buyable 

Bond Units 

bid 𝑟𝑟! 𝑑𝑑! 𝑝𝑝! = 100/(1 + 𝑟𝑟!)" 𝑑𝑑!/𝑝𝑝! 

bid 𝑟𝑟# 𝑑𝑑# 𝑝𝑝# = 100/(1 + 𝑟𝑟#)" 𝑑𝑑#/𝑝𝑝# 
bid 𝑟𝑟$ 𝑑𝑑$ 𝑝𝑝$ = 100/(1 + 𝑟𝑟$)" 𝑑𝑑$/𝑝𝑝$ 

where, 

0 < 𝑟𝑟, < 𝑟𝑟$ < 𝑟𝑟4, 𝑎𝑎𝑎𝑎𝑎𝑎	𝑑𝑑$ ≥ 0 ∀𝑖𝑖 ∈ [0, 𝑛𝑛]		 

It is important to note that pools should not be limited in size; 
therefore, even if the amount in the pool is higher than the target 
amount to be borrowed, any lender can still add liquidity to the 
lending pool and challenge the lending rates until the end of the 
book-building phase. This creates market dynamics, rate 
competition, and gives access to a market rate discovery for 
borrowers. 

During the book-building phase, the borrower is not yet 
authorised to borrow from their pool. They must wait for the 
end of the book-building phase to make sure all the commits 
have been gathered and are final. 

Loan Origination Phase 

After the conclusion of the book-building phase, liquidity 
providers are unable to make any further deposits or withdrawals. 
During the origination phase, borrowers can borrow a 
predetermined amount of 𝐾𝐾 tokens from their pool. The 
borrower cannot borrow more or less than this agreed-upon 
amount, unless there is insufficient liquidity in the pool (i.e., if 
𝐷𝐷23!,# ≤ 𝐾𝐾). The origination phase has a specific time limit 
corresponding to the duration set in the characteristics of the pool. 

Lenders are provided with their chosen lending rate, resembling 
a form of discriminatory auction where the winning participants 
pay their bid prices [12]. It is essential to emphasise that, given 
the on-chain nature of bids, the auction is not sealed but open, 
fostering transparency and accessibility. The borrowing rate is 
simply the lowest volume-weighted rate that corresponds to the 
amount borrowed. It is derived from the ticks and is the result 
of the amount available in each tick. The borrowing rate is fixed 
and does not change during the life period of the loan.  

The choice of discriminatory matching over uniform matching 
is motivated by the tick model’s ability to establish an order 
book for the secondary market while maintaining consistent 

mechanisms within smart contracts. A borrowing event is 
likened to a selling event, and secondary prices can be derived 
from discounted future cash flow.  

Monostori [13] suggests that the choice of auction format can 
significantly impact the behaviour of bidders and the functioning 
of the primary market. Monostori’s findings indicate that 
uniform-price auctions tend to attract a larger number of bidders 
and enhance the role of the primary market compared to 
discriminatory-price auctions [14]. However, a deeper analysis of 
discriminatory-price auctions reveals potential advantages, such 
as ensuring continuity of financing, reducing volatility on the 
primary market, and preventing collusion. This is supported by 
Morales-Camargo et al. [15], who argue in favour of 
discriminatory auctions, contrary to the conclusions drawn by 
proponents of uniform-price auctions. Furthermore, Goldreich 
[16] highlights the susceptibility of uniform-price auctions to 
overbidding, as participants attempt to signal the secondary 
market, indicating potential drawbacks of this format. 
Additionally, Myers et al. [17] emphasise the increased risk of 
collusion in uniform auctions, particularly in repeated settings, 
due to the payoff irrelevance of infra-marginal bids. It is crucial 
to acknowledge that the advantages of each auction format may 
vary based on specific market conditions and the objectives of 
the issuer. This is in line with the study by Beierlein and Katô [18], 
which highlights the trade-offs between auction formats, 
indicating that uniform-price auctions achieve lower award 
concentration and higher average revenues but experience higher 
revenue variance compared to discriminatory-price auctions. 
Therefore, Monostori’s article concludes that the choice between 
auction formats should be carefully considered based on the 
specific context and desired outcomes. Hence, the decision to 
prefer discriminatory matching over uniform for practical reasons 
does not contradict observed choices in Monostori’s article [13]. 

The decision to have bidders select lending rates instead of primary 
and secondary bond prices is driven by several factors, with a 
particular emphasis on the implications for gas consumption. Gas, 
in the context of blockchain, refers to the computational effort 
required to execute operations. In decentralised finance, every 
transaction, including the continuous updating of bid prices, incurs 
a cost in gas, which can accumulate significantly over time. By 
choosing to base the system on lending rates, the protocol 
significantly reduces the frequency and complexity of transactions 
that lenders need to perform. This is because lenders no longer 
need to continually update bid prices throughout the loan term, a 
process that can consume substantial amounts of gas due to the 
repeated and complex calculations involved. Instead, bid prices can 
be easily derived from the lending rate and the remaining time until 
maturity, simplifying the transaction process. This approach not 
only conserves gas, thereby minimising operational costs for users, 
but also contributes to the overall effectiveness of the smart 
contract implementation.  

Loan Life Period 

Depending on the type of loan, borrowers are required to make 
principal and interest payments either before or at maturity. 

 
 

The JBBA  |  Volume 8 |  Issue 2  |  2025                                 Published Open Access under the CC-BY 4.0 Licence 

 

4 

 

The ticks can be transposed to a limit order book restricted to 
the bid side. The bids are limit orders, and the bond issuance is 
a sell market order. Consider a zero-coupon bond auction 
where a bond unit delivers 100 at maturity. Let’s assume a 
lending pool with lending rates of 𝑟𝑟,, ⋯ , 𝑟𝑟4, with 𝑇𝑇 being the 
bond maturity, 𝑝𝑝,, ⋯ , 𝑝𝑝4 the implied bid prices and 𝑑𝑑,, ⋯𝑑𝑑4 
representing the amount of deposit available in each tick. We 
can derive the following bids: 

Order Book Representation 

Side Rate Deposit 
Available 

Implied Bid Price Implied 
Buyable 

Bond Units 

bid 𝑟𝑟! 𝑑𝑑! 𝑝𝑝! = 100/(1 + 𝑟𝑟!)" 𝑑𝑑!/𝑝𝑝! 

bid 𝑟𝑟# 𝑑𝑑# 𝑝𝑝# = 100/(1 + 𝑟𝑟#)" 𝑑𝑑#/𝑝𝑝# 
bid 𝑟𝑟$ 𝑑𝑑$ 𝑝𝑝$ = 100/(1 + 𝑟𝑟$)" 𝑑𝑑$/𝑝𝑝$ 

where, 

0 < 𝑟𝑟, < 𝑟𝑟$ < 𝑟𝑟4, 𝑎𝑎𝑎𝑎𝑎𝑎	𝑑𝑑$ ≥ 0 ∀𝑖𝑖 ∈ [0, 𝑛𝑛]		 

It is important to note that pools should not be limited in size; 
therefore, even if the amount in the pool is higher than the target 
amount to be borrowed, any lender can still add liquidity to the 
lending pool and challenge the lending rates until the end of the 
book-building phase. This creates market dynamics, rate 
competition, and gives access to a market rate discovery for 
borrowers. 

During the book-building phase, the borrower is not yet 
authorised to borrow from their pool. They must wait for the 
end of the book-building phase to make sure all the commits 
have been gathered and are final. 

Loan Origination Phase 

After the conclusion of the book-building phase, liquidity 
providers are unable to make any further deposits or withdrawals. 
During the origination phase, borrowers can borrow a 
predetermined amount of 𝐾𝐾 tokens from their pool. The 
borrower cannot borrow more or less than this agreed-upon 
amount, unless there is insufficient liquidity in the pool (i.e., if 
𝐷𝐷23!,# ≤ 𝐾𝐾). The origination phase has a specific time limit 
corresponding to the duration set in the characteristics of the pool. 

Lenders are provided with their chosen lending rate, resembling 
a form of discriminatory auction where the winning participants 
pay their bid prices [12]. It is essential to emphasise that, given 
the on-chain nature of bids, the auction is not sealed but open, 
fostering transparency and accessibility. The borrowing rate is 
simply the lowest volume-weighted rate that corresponds to the 
amount borrowed. It is derived from the ticks and is the result 
of the amount available in each tick. The borrowing rate is fixed 
and does not change during the life period of the loan.  

The choice of discriminatory matching over uniform matching 
is motivated by the tick model’s ability to establish an order 
book for the secondary market while maintaining consistent 

mechanisms within smart contracts. A borrowing event is 
likened to a selling event, and secondary prices can be derived 
from discounted future cash flow.  

Monostori [13] suggests that the choice of auction format can 
significantly impact the behaviour of bidders and the functioning 
of the primary market. Monostori’s findings indicate that 
uniform-price auctions tend to attract a larger number of bidders 
and enhance the role of the primary market compared to 
discriminatory-price auctions [14]. However, a deeper analysis of 
discriminatory-price auctions reveals potential advantages, such 
as ensuring continuity of financing, reducing volatility on the 
primary market, and preventing collusion. This is supported by 
Morales-Camargo et al. [15], who argue in favour of 
discriminatory auctions, contrary to the conclusions drawn by 
proponents of uniform-price auctions. Furthermore, Goldreich 
[16] highlights the susceptibility of uniform-price auctions to 
overbidding, as participants attempt to signal the secondary 
market, indicating potential drawbacks of this format. 
Additionally, Myers et al. [17] emphasise the increased risk of 
collusion in uniform auctions, particularly in repeated settings, 
due to the payoff irrelevance of infra-marginal bids. It is crucial 
to acknowledge that the advantages of each auction format may 
vary based on specific market conditions and the objectives of 
the issuer. This is in line with the study by Beierlein and Katô [18], 
which highlights the trade-offs between auction formats, 
indicating that uniform-price auctions achieve lower award 
concentration and higher average revenues but experience higher 
revenue variance compared to discriminatory-price auctions. 
Therefore, Monostori’s article concludes that the choice between 
auction formats should be carefully considered based on the 
specific context and desired outcomes. Hence, the decision to 
prefer discriminatory matching over uniform for practical reasons 
does not contradict observed choices in Monostori’s article [13]. 

The decision to have bidders select lending rates instead of primary 
and secondary bond prices is driven by several factors, with a 
particular emphasis on the implications for gas consumption. Gas, 
in the context of blockchain, refers to the computational effort 
required to execute operations. In decentralised finance, every 
transaction, including the continuous updating of bid prices, incurs 
a cost in gas, which can accumulate significantly over time. By 
choosing to base the system on lending rates, the protocol 
significantly reduces the frequency and complexity of transactions 
that lenders need to perform. This is because lenders no longer 
need to continually update bid prices throughout the loan term, a 
process that can consume substantial amounts of gas due to the 
repeated and complex calculations involved. Instead, bid prices can 
be easily derived from the lending rate and the remaining time until 
maturity, simplifying the transaction process. This approach not 
only conserves gas, thereby minimising operational costs for users, 
but also contributes to the overall effectiveness of the smart 
contract implementation.  

Loan Life Period 

Depending on the type of loan, borrowers are required to make 
principal and interest payments either before or at maturity. 





 
 

The JBBA  |  Volume 8 |  Issue 2  |  2025                                 Published Open Access under the CC-BY 4.0 Licence 

 

6 

 

- Convergence: We aim to understand the mechanism 
that links the borrowing rate to the borrower’s default 
probability that is assessed by the market. 

- Speed of Convergence: Literature has shown that in 
centralised lending processes, banks can fail to 
discriminate between risky and non-risky borrowers [1, 
2]. In decentralised lending, borrowers are compelled 
to provide their own information since there is no third 
party to furnish it. In the early 1980s, particularly in 
works by Milgrom [24] and in collaboration with 
Weber [25], significant advancements were made in 
auction theory. This research explored scenarios 
involving both private and common values, within 
reasonably straightforward mathematical conditions 
governing bidder information and value distribution. 
Milgrom’s comprehensive analysis shed light on 
instances where sellers could potentially increase their 
revenues by sharing expert appraisals, like authenticity 
certificates or inspection protocols, with prospective 
bidders [26]. We will try to assess whether our rate 
discovery model can serve as an incentive for 
borrowers to provide more information, thus enabling 
their borrowing rate to converge more rapidly. 

We proceed to assess our model equilibrium and evaluate 
whether it corresponds to lenders depositing in a tick that 
represents their true valuation of the borrower’s default 
probability. 

Multi-Unit Game with n Players and Perfect Information 
In this section, we present a multi-unit model that captures the 
rate discovery process that we described in the first section. 

Game Description  

The game involves one borrower and N lenders. The 
borrower can choose to either borrow K or not borrow, while 
lenders can deposit any amount from 1 to K in the tick of 
their choice. There are 𝑛𝑛 ticks. 

Utility Functions 

We define as 𝑑𝑑$ the deposit amount in tick 𝑟𝑟$ and 𝐶𝐶𝐷𝐷$ , the 
cumulative volume up to tick 𝑟𝑟$ starting from the lowest tick. 
We assume that the lenders and the borrower have perfect 
information about the state of the pool at all times. 

Lenders 

For lender 𝑘𝑘 and tick 𝑟𝑟$ , 

𝑢𝑢'+45+6,(𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑	𝑚𝑚	𝑎𝑎𝑎𝑎	𝑟𝑟$ , 𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏	𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏) 

= 	𝑚𝑚 × P(1 − 𝑝𝑝5,9) × 𝑟𝑟$ − 𝑝𝑝5,9 × (1 − 𝑅𝑅𝑅𝑅)S × 1:;-$<= 	 

where 𝑝𝑝5,9 is the default probability evaluated by lender 𝑘𝑘, and 
𝑅𝑅𝑅𝑅 is the recovery rate. 

Borrower  

    𝑢𝑢7!66!8+6(𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏) = 𝐾𝐾 × (𝑅𝑅𝑅𝑅𝑅𝑅 − ∑𝛿𝛿$ × 𝑟𝑟$) 

where 

(𝛿𝛿,, 𝛿𝛿., . . . . , 𝛿𝛿4) = 𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎 Z
>$<5$

𝛿𝛿$ × 𝑟𝑟$ 

𝑠𝑠𝑠𝑠𝑠𝑠ℎ	𝑡𝑡ℎ𝑎𝑎𝑎𝑎	∑𝛿𝛿$ = 𝐾𝐾 

Equilibrium 

Let  be the rate that corresponds to the one that 
would have been achieved if the borrower were to borrow K in 
the current state. We observe that in the case where the total 
value in the pool is lower than K, it is a strictly dominant 
strategy for all lenders to deposit at the rate that corresponds to 
the borrower’s ROI as it maximises their utility function. 
However, if the total value in the pool exceeds K, the lenders 
are incentivised to deposit at a lower rate. If a certain percentage 
of the lenders are willing to lower their rate, in that case, they 
will lower their rate as low as they need in order to guarantee 
matching. We can derive an analogy between our model and the 
model described by Ausubel [27], who proposes an ascending-
bid auction for multiple objects. Nonetheless, in our model, the 
bids (both the lending rate and the deposit amount) are updated 
not because the auctioneer raises the price but because bidders 
might want to lower their bidding rate to ensure matching. In 
the Ausubel auction, sincere bidding is an ex-post equilibrium 
[28] meaning that it is in the best interest of each bidder to 
submit sincere bids and accurately reveal their valuations for the 
items they want. In hindsight, after the auction concludes, no 
bidder could have achieved a better outcome by submitting 
dishonest or manipulative bids. The auction’s design 
encourages truthful bidding, making it a strategy-proof 
mechanism. In our model, lenders will only be inclined to lend 
at their ‘true value rate’  𝑟𝑟∗ if their true value rate is below ROI 
and 𝐶𝐶𝐷𝐷6∗@6&#+	*"&B$4C > 𝐾𝐾. Overall, this requirement for 
lenders to deposit at their true value implies that the pool’s total 
value must significantly exceed the amount to be borrowed, 
which leads to challenges in terms of capital efficiency. 

Numerical Illustration 

To illustrate the equilibrium of our game, we perform a 
numerical illustration and consider two types of borrowers. 
Borrower A that provides an extensive amount of information 
to prospective lenders and borrower B  that provides a regular 
amount of information. We assume that they both have the 
exact same level of risk and have the same true default 
probability. 

We use the following parameters: 

- Order book range from 2% to 18%, rate spacing of 
0.5%. 
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centralised lending processes, banks can fail to 
discriminate between risky and non-risky borrowers [1, 
2]. In decentralised lending, borrowers are compelled 
to provide their own information since there is no third 
party to furnish it. In the early 1980s, particularly in 
works by Milgrom [24] and in collaboration with 
Weber [25], significant advancements were made in 
auction theory. This research explored scenarios 
involving both private and common values, within 
reasonably straightforward mathematical conditions 
governing bidder information and value distribution. 
Milgrom’s comprehensive analysis shed light on 
instances where sellers could potentially increase their 
revenues by sharing expert appraisals, like authenticity 
certificates or inspection protocols, with prospective 
bidders [26]. We will try to assess whether our rate 
discovery model can serve as an incentive for 
borrowers to provide more information, thus enabling 
their borrowing rate to converge more rapidly. 

We proceed to assess our model equilibrium and evaluate 
whether it corresponds to lenders depositing in a tick that 
represents their true valuation of the borrower’s default 
probability. 

Multi-Unit Game with n Players and Perfect Information 
In this section, we present a multi-unit model that captures the 
rate discovery process that we described in the first section. 

Game Description  

The game involves one borrower and N lenders. The 
borrower can choose to either borrow K or not borrow, while 
lenders can deposit any amount from 1 to K in the tick of 
their choice. There are 𝑛𝑛 ticks. 

Utility Functions 

We define as 𝑑𝑑$ the deposit amount in tick 𝑟𝑟$ and 𝐶𝐶𝐷𝐷$ , the 
cumulative volume up to tick 𝑟𝑟$ starting from the lowest tick. 
We assume that the lenders and the borrower have perfect 
information about the state of the pool at all times. 

Lenders 

For lender 𝑘𝑘 and tick 𝑟𝑟$ , 

𝑢𝑢'+45+6,(𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑	𝑚𝑚	𝑎𝑎𝑎𝑎	𝑟𝑟$ , 𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏	𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏) 

= 	𝑚𝑚 × P(1 − 𝑝𝑝5,9) × 𝑟𝑟$ − 𝑝𝑝5,9 × (1 − 𝑅𝑅𝑅𝑅)S × 1:;-$<= 	 

where 𝑝𝑝5,9 is the default probability evaluated by lender 𝑘𝑘, and 
𝑅𝑅𝑅𝑅 is the recovery rate. 

Borrower  

    𝑢𝑢7!66!8+6(𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏) = 𝐾𝐾 × (𝑅𝑅𝑅𝑅𝑅𝑅 − ∑𝛿𝛿$ × 𝑟𝑟$) 

where 

(𝛿𝛿,, 𝛿𝛿., . . . . , 𝛿𝛿4) = 𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎 Z
>$<5$

𝛿𝛿$ × 𝑟𝑟$ 

𝑠𝑠𝑠𝑠𝑠𝑠ℎ	𝑡𝑡ℎ𝑎𝑎𝑎𝑎	∑𝛿𝛿$ = 𝐾𝐾 

Equilibrium 

Let  be the rate that corresponds to the one that 
would have been achieved if the borrower were to borrow K in 
the current state. We observe that in the case where the total 
value in the pool is lower than K, it is a strictly dominant 
strategy for all lenders to deposit at the rate that corresponds to 
the borrower’s ROI as it maximises their utility function. 
However, if the total value in the pool exceeds K, the lenders 
are incentivised to deposit at a lower rate. If a certain percentage 
of the lenders are willing to lower their rate, in that case, they 
will lower their rate as low as they need in order to guarantee 
matching. We can derive an analogy between our model and the 
model described by Ausubel [27], who proposes an ascending-
bid auction for multiple objects. Nonetheless, in our model, the 
bids (both the lending rate and the deposit amount) are updated 
not because the auctioneer raises the price but because bidders 
might want to lower their bidding rate to ensure matching. In 
the Ausubel auction, sincere bidding is an ex-post equilibrium 
[28] meaning that it is in the best interest of each bidder to 
submit sincere bids and accurately reveal their valuations for the 
items they want. In hindsight, after the auction concludes, no 
bidder could have achieved a better outcome by submitting 
dishonest or manipulative bids. The auction’s design 
encourages truthful bidding, making it a strategy-proof 
mechanism. In our model, lenders will only be inclined to lend 
at their ‘true value rate’  𝑟𝑟∗ if their true value rate is below ROI 
and 𝐶𝐶𝐷𝐷6∗@6&#+	*"&B$4C > 𝐾𝐾. Overall, this requirement for 
lenders to deposit at their true value implies that the pool’s total 
value must significantly exceed the amount to be borrowed, 
which leads to challenges in terms of capital efficiency. 

Numerical Illustration 

To illustrate the equilibrium of our game, we perform a 
numerical illustration and consider two types of borrowers. 
Borrower A that provides an extensive amount of information 
to prospective lenders and borrower B  that provides a regular 
amount of information. We assume that they both have the 
exact same level of risk and have the same true default 
probability. 

We use the following parameters: 

- Order book range from 2% to 18%, rate spacing of 
0.5%. 
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- Target loan amount: 100,000. 
- Declared reserve rate 15%: the borrower declares that 

they will only be willing to borrow if their borrowing 
rate is lower than or equal to 15%. 

- Recovery rate 30%. 
- Lenders deposit sequentially in the pool. They choose 

their rate in order to maximise their utility function 
based on the status of the pool at deposit time. 

- They can only deposit once in the pool, but can update 
their rate later. One deposit corresponds to one time 
stamp. 

- Lenders can freely update their rate based on the other 
lenders’ bids until the end of the auction, based on 
their utility function. 

- For simplicity, the amount deposited by each lender is 
the same and does not change throughout the duration 
of the book-building phase. It differs for Borrower A 
and Borrower B as explained below. 

We use the same default probability distribution across lenders 
and use a normal distribution centred on the actual default 
probability and a standard deviation of 1%. Hence, each 
lender 𝑘𝑘 evaluates a default probability 𝑝𝑝5,9 that follows a 
normal distribution and has an associated 𝑟𝑟9∗ such that 

𝑟𝑟9∗ = ]
𝑝𝑝5,9 × (1 − 𝑅𝑅𝑅𝑅)

1 − 𝑝𝑝5,9
^
@

× 0.005 

As both borrowers have the same risk profile, we use the same 
parameters as for borrower A, i.e., mean 12%, standard 
deviation 1% which corresponds to an average 𝑟𝑟∗ of 10%. The 
average 𝑟𝑟∗ is considered the true market value borrowing rate. 

To account for increased risk aversion for Borrower B and 
lower uncertainty for Borrower A, we model differently the 
lenders’ bidding behaviour. Esö and Szentes [29] argue that in 
auctions, information plays a crucial role in attracting bidders. 
They discuss how the level of information affects bidder 
participation and the optimal strategy for the seller in disclosing 
information. From their research, we can derive that an auction 
with more information on the valued item will attract more 
bidders compared to an auction with less information. Cohen 
and Einav [30] conducted research on risk preferences by 
analysing deductible choices in insurance. Although their study 
focuses on insurance deductibles, it provides insights into risk 
aversion and decision-making under uncertainty. In their 
benchmark model, they assume that individuals have full 
information about their risk exposure and level of risk aversion. 
This assumption implies that individuals with more information 
are better equipped to assess their risk profile accurately. 
Therefore, a risk-averse agent with more information on the 
borrower would be more likely to choose a lower lending rate. 
Hinz and Spann [31] found that the amount and dispersion of 
information significantly impact bidding behaviour. They 
demonstrate that more information and greater dispersion of 
information lead to more competitive bidding behaviour. 
Additionally, they highlight the importance of betweenness 
centrality in the social network context, indicating that 
individuals who are well-connected and have access to diverse 

information sources are more likely to exhibit competitive 
bidding behaviour. 

To reflect these findings, we assume that Borrower B’s pool 
attracts 30% less liquidity in the same time period and that 
lenders in Borrower B’s pool are less prone to updating their 
lending rate after depositing into the pool. At every new deposit, 
we assume that 30% of existing lenders update their rate based 
on the order book evolution for Borrower A and 15% for 
Borrower B. 

Our goal is to illustrate whether the borrowing rate converges 
to the market value and the speed of convergence. 

Analysis 
Borrowing Rate 

 

Time TVL Average 
Rate (%) 

Std (%) 

20 100,000 15 0 

40 200,000 11.22 0.05 

100 500,000 9.75 0.06 
 

Borrower A 

Time TVL  Average 
Rate (%) 

Std (%) 

20 60,000  15 0 

40 120,000  14.07 0.05 
100 300,000  9.82 0.06 

 

Borrower B 

Convergence 

After running the simulations, we observe that, with a 
significant amount of TVL and time, our model allows 
convergence as both borrowers are able to reach the market 
value borrowing rate of 10%. Lenders’ lending rates converge 
to their respective  for both borrowers. 

Speed of Convergence 

For Borrower A, the average borrowing rates are 15%, 
11.22%, and 9.75% for TVL levels of 100,000, 250,000, and 
500,000, respectively. For Borrower B, the average borrowing 
rates are 15%, 14.07%, and 9.82% for TVL levels of 60,000, 
120,000, and 300,000, respectively. Borrower A reaches the 
market value borrowing rate faster and with a lower amount of 
TVL, illustrating that, given the same level of risk, Borrower A 
is able to achieve their true borrowing rate faster by providing 
more information to potential lenders. Lenders’ lending rates 
converge to their respective 𝑟𝑟∗ at a greater speed for Borrower 
A than for Borrower B. It is also fair to assume that by providing 
less information, Borrower B will attract fewer bidders than 
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converge to their respective 𝑟𝑟∗ at a greater speed for Borrower 
A than for Borrower B. It is also fair to assume that by providing 
less information, Borrower B will attract fewer bidders than 
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Borrower A for the same duration, so Borrower B’s lending rate 
will be even more impacted. 

Gas Consideration 

Our proposed mechanism offers accurate rate discovery at the 
expense of high gas requirements and frequent interactions. 
Given the gas costs on Ethereum L1, implementation would 
likely benefit from Layer 2 solutions (e.g., Optimism, Arbitrum) 
or dedicated app chains. Additionally, batching transactions and 
limiting update frequency could help reduce operational costs 
without significantly compromising convergence. 

Gas and Capital Efficiency 

The simulations illustrate that the rate model is not optimal in 
terms of capital efficiency, as a substantial amount of Total 
Value Locked (TVL) is required to reach the true value. 
However, it is worth noting that the required amount of TVL 
would sharply reduce if we were to increase the amount of 
update rate actions. We arbitrarily chose a 30% update rate 
among existing lenders at each deposit for Borrower A and 15% 
for Borrower B. Since capital is a scarce resource, we will 
explore in the next section how we can alleviate this constraint.  

 

Evolution of Theoretical Borrowing Rate  

 

Evolution of Lending Rate vs R Star 

Multi-Unit Game with n Players and Imperfect 
Information 
Game Description 

In order to address the high capital efficiency, we introduce 
uncertainty in the amount to be borrowed and thus move to an 
incomplete information model. We introduce a Bayesian model 
where the borrower is faced with three business opportunities: 

● Type 1: probability 𝑞𝑞,, high liquidity needs: they will 
borrow 𝐾𝐾, 

● Type 2: probability 𝑞𝑞., medium: they will borrow 𝐾𝐾. 

● Type 3: probability 𝑞𝑞D, low: they will borrow 𝐾𝐾D 

with 𝐾𝐾, > 𝐾𝐾. > 𝐾𝐾D. 

We also make the following assumptions: 

- The lenders are unaware of the borrower’s type. 
- All lenders associate the same probability q to each 

opportunity, leading to 𝑟𝑟∗, the lowest rate at which the 
lender would be willing to lend to maintain a positive 
utility function. 

- The reserve price / ROI on each business opportunity 
remains constant. 

Utility Functions 

The utility function of the lenders and the borrower are now as 
follows: 

Lenders 

For lender 𝑘𝑘 and tick 𝑟𝑟$ , 

𝑢𝑢'+45+6,(𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑	𝑚𝑚	𝑎𝑎𝑎𝑎	𝑟𝑟$ , 𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏	𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏) 

= 	𝑞𝑞, ×𝑚𝑚 × [(1 − 𝑝𝑝5+E&F'#) × 𝑟𝑟$ +𝑝𝑝5,9 × (1 − 𝑅𝑅𝑅𝑅)] ×
1:;-$<=/ 

+𝑞𝑞. ×𝑚𝑚 × [(1 − 𝑝𝑝5+E&F'#) × 𝑟𝑟$ 	
+𝑝𝑝5,9 × (1 − 𝑅𝑅𝑅𝑅)] × 1:;-$<=+ 	
+𝑞𝑞D ×𝑚𝑚 × [(1 − 𝑝𝑝5+E&F'#) × 𝑟𝑟$ 

+𝑝𝑝5,9 × (1 − 𝑅𝑅𝑅𝑅)] × 1:;-$<=0 		 

Borrower 
𝑢𝑢7!66!8+6(𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏 𝑀𝑀) = 1/(𝑀𝑀) × ∑𝛿𝛿$ × 𝑟𝑟$ 

where 

(𝛿𝛿,, 𝛿𝛿., . . . . , 𝛿𝛿9) = 𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎 Z
>$G5$

𝛿𝛿$ × 𝑟𝑟$ 

𝑠𝑠𝑠𝑠𝑠𝑠ℎ	𝑡𝑡ℎ𝑎𝑎𝑎𝑎	∑𝛿𝛿$ = 𝑀𝑀 
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Borrower A for the same duration, so Borrower B’s lending rate 
will be even more impacted. 

Gas Consideration 

Our proposed mechanism offers accurate rate discovery at the 
expense of high gas requirements and frequent interactions. 
Given the gas costs on Ethereum L1, implementation would 
likely benefit from Layer 2 solutions (e.g., Optimism, Arbitrum) 
or dedicated app chains. Additionally, batching transactions and 
limiting update frequency could help reduce operational costs 
without significantly compromising convergence. 

Gas and Capital Efficiency 

The simulations illustrate that the rate model is not optimal in 
terms of capital efficiency, as a substantial amount of Total 
Value Locked (TVL) is required to reach the true value. 
However, it is worth noting that the required amount of TVL 
would sharply reduce if we were to increase the amount of 
update rate actions. We arbitrarily chose a 30% update rate 
among existing lenders at each deposit for Borrower A and 15% 
for Borrower B. Since capital is a scarce resource, we will 
explore in the next section how we can alleviate this constraint.  

 

Evolution of Theoretical Borrowing Rate  

 

Evolution of Lending Rate vs R Star 

Multi-Unit Game with n Players and Imperfect 
Information 
Game Description 

In order to address the high capital efficiency, we introduce 
uncertainty in the amount to be borrowed and thus move to an 
incomplete information model. We introduce a Bayesian model 
where the borrower is faced with three business opportunities: 

● Type 1: probability 𝑞𝑞,, high liquidity needs: they will 
borrow 𝐾𝐾, 

● Type 2: probability 𝑞𝑞., medium: they will borrow 𝐾𝐾. 

● Type 3: probability 𝑞𝑞D, low: they will borrow 𝐾𝐾D 

with 𝐾𝐾, > 𝐾𝐾. > 𝐾𝐾D. 

We also make the following assumptions: 

- The lenders are unaware of the borrower’s type. 
- All lenders associate the same probability q to each 

opportunity, leading to 𝑟𝑟∗, the lowest rate at which the 
lender would be willing to lend to maintain a positive 
utility function. 

- The reserve price / ROI on each business opportunity 
remains constant. 

Utility Functions 

The utility function of the lenders and the borrower are now as 
follows: 

Lenders 

For lender 𝑘𝑘 and tick 𝑟𝑟$ , 

𝑢𝑢'+45+6,(𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑	𝑚𝑚	𝑎𝑎𝑎𝑎	𝑟𝑟$ , 𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏	𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏) 

= 	𝑞𝑞, ×𝑚𝑚 × [(1 − 𝑝𝑝5+E&F'#) × 𝑟𝑟$ +𝑝𝑝5,9 × (1 − 𝑅𝑅𝑅𝑅)] ×
1:;-$<=/ 

+𝑞𝑞. ×𝑚𝑚 × [(1 − 𝑝𝑝5+E&F'#) × 𝑟𝑟$ 	
+𝑝𝑝5,9 × (1 − 𝑅𝑅𝑅𝑅)] × 1:;-$<=+ 	
+𝑞𝑞D ×𝑚𝑚 × [(1 − 𝑝𝑝5+E&F'#) × 𝑟𝑟$ 

+𝑝𝑝5,9 × (1 − 𝑅𝑅𝑅𝑅)] × 1:;-$<=0 		 

Borrower 
𝑢𝑢7!66!8+6(𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏𝑏 𝑀𝑀) = 1/(𝑀𝑀) × ∑𝛿𝛿$ × 𝑟𝑟$ 

where 

(𝛿𝛿,, 𝛿𝛿., . . . . , 𝛿𝛿9) = 𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎 Z
>$G5$

𝛿𝛿$ × 𝑟𝑟$ 

𝑠𝑠𝑠𝑠𝑠𝑠ℎ	𝑡𝑡ℎ𝑎𝑎𝑎𝑎	∑𝛿𝛿$ = 𝑀𝑀 
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Numerical Illustration 

We consider the same two different borrowers. Borrower A 
provides an extensive amount of information to prospective 
lenders and borrower B provides a low amount of information. 
We use the following parameters: 

- Order book range from 2% to 20%, rate spacing of 
0.5%. 

- Target loan amount  
- 100,000 with probability 33% 
- 50,000 with probability 33% 
- 20,000 with probability 33% 

- Declared reserve rate 15%. 
- Recovery rate 30%. 
- Lenders deposit sequentially in the pool. They choose 

their rate in order to maximise their utility function 
based on the status of the pool at deposit time.  

- They can only deposit once in the pool, but can update 
their rate later. One deposit corresponds to one time 
stamp. 

- Lenders can freely update their rate based on the other 
lenders’ bids until the end of the auction. Their 
decision is also driven by their utility function.  

- For simplicity, the amount deposited by each lender is 
the same. It differs for borrower A and borrower B as 
explained below. 

As for the previous simulation, depending on the borrower, we 
modelise differently the default probability distribution 
evaluated by the lenders and use the same parameters: mean 
12%, standard deviation 1% which corresponds to a theoretical 
borrowing rate of 8%.  

Analysis 
Convergence and Speed of Convergence 

Borrowing Rate 

Time TVL Average 
Rate (%) 

Std (%) 

10 50,000 14.34 0 
20 100,000 11.34 0 
40 200,000 9.55 0.05 
100 500,000 9.05 0.06 

Borrower A 

 

Time TVL Average 
Rate (%) 

Std (%) 

10 30,000 14.44 0 
20 60,000 12.95 0 

40 120,000 9.76 0.05 
100 300,000 9.15 0.06 

Borrower B 

For borrower A, the average borrowing rates at time intervals 
of 10, 20, 40, and 100 are 14.34%, 11.34%, 9.55%, and 9.05%, 
respectively. For borrower B, the average borrowing rates at 
time intervals of 10, 20, 40, and 100 are 14.44%, 12.95%, 9.76%, 
and 9.15%, respectively. Similarly to the previous model, 
borrower A enjoys lower average borrowing rates across all time 
intervals thanks to their higher TVL and more frequent bid 
updates. By providing more information to their potential 
lenders, the borrowers are able to lower their borrowing rate 
and reach their true borrowing rate at a faster pace i.e., with a 
lower amount of TVL.  

 

Evolution of Theoretical Borrowing Rate  

 

Evolution of Lending Rate vs R Star 

Comparison with Previous Model 

Compared with the previous model, we can visualise that adding 
uncertainty on the amount borrowed allows one to reach the 
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true borrowing rate with a lower amount of TVL. This model 
operates with lower capital. Adding uncertainty  of the amount 
borrowed allows a faster convergence to the market average 
lending rate.  

 

Evolution of Theoretical Borrowing Rate (Borrower A) 

 

Evolution of Lending Rate vs R Star (Borrower A) 

Model Representation Limitations 
Borrower’s Creditworthiness 

The numerical simulations assume perfect information about 
the borrower’s creditworthiness and difference in lender’s 
assessment of default probability only coming from lender’s 
expertise and information. This is a strong assumption that 
relies on the fact that decentralised systems allow full 
transparency so if we consider DAO as borrowers, it is fair to 
assume that we have full transparency on their creditworthiness. 
DAOs operate on blockchain technology, which allows for 
complete visibility of their financial transactions and 
governance decisions, making it reasonable to assume full 

transparency regarding their creditworthiness. For instance, a 
DAO’s smart contracts and on-chain activity can be publicly 
audited, providing lenders with comprehensive insights into the 
organisation’s financial health and operational history. 

However, this assumption becomes more tenuous when applied 
to ‘traditional’ borrowers, such as individuals or conventional 
businesses. These entities may not operate on blockchain 
platforms and thus do not benefit from the same level of 
automated transparency. For example, a small business seeking 
a loan in a DeFi platform might not have its financial records 
or operational data readily accessible on a blockchain, making it 
challenging for lenders to assess creditworthiness with the same 
degree of confidence as they would with a DAO.  

Stiglitz and Weiss [2] argue that when there is imperfect 
information, lenders may not be willing to lend to all borrowers 
who are willing to pay the market interest rate.  Stiglitz and 
Weiss suggest that governments can address credit rationing by 
providing more information about borrowers’ creditworthiness, 
either directly or through institutions such as credit bureaus. 
This can help lenders make more informed lending decisions 
and reduce the need for credit rationing. In decentralised 
finance, this can be replicated by creating a data room accessible 
to all potential lenders where the borrowers could freely disclose 
all their financial documents. A limitation would be to verify the 
validity of the documents and ensure that everything has been 
shared. 

Unknown Borrowed Amount 

Our simulations on the Bayesian model assume that lenders 
have the same evaluation of the amount borrowed. When 
looking at a sequential open multi-unit auction, if the number 
of units to be sold is unknown to the bidders, it can potentially 
influence their bidding behaviour and make it more difficult for 
them to bid their true values. Each bidder has their own 
assumption on the number of units to be sold. The uncertainty 
about the number of units to be sold affects the bidders’ beliefs 
about the strategies of the other bidders, which in turn can 
affect their optimal bidding strategy. 

However, if the bidders have a common understanding or prior 
knowledge about the distribution of the number of units to be 
sold, they may still be able to bid their true values. For example, 
if the bidders know that the number of units to be sold follows 
a certain distribution, such as a uniform distribution, they may 
be able to use this information to determine their optimal 
bidding strategy and bid their true values. This is the case in our 
illustrative example. In the case of a recurrent borrower, the 
estimate of the amount of bidding to be sold can be based on 
prior knowledge and behaviour, thus improving the bidding 
process.  

Market Frictions 

While our model assumes rational actors, real-world DeFi 
markets often exhibit behaviours such as strategic 
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retain infrastructural constraints—limited cross-chain 
interoperability, reliance on off-chain intermediaries for data 
feeds and difficulty integrating with legacy enterprise resource 
planning (ERP) systems [1–6,7]. 

This paper introduces F-Procure: a modular procurement 
framework designed for deployment on public or hybrid 
blockchain networks and implemented in minimum viable 
product (MVP) form on the Flare Network’s Coston2 and 
Songbird environments [7]. As illustrated in Figure 1, the F-
Procure model reframes procurement from a single, centralised 
database workflow to a modular, decentralised architecture in 
which auditability and control are distributed across several 
coordinated layers. F-Procure proposes an architectural model 
comprising five layers: (i) a blockchain execution layer, (ii) a 
smart-contract layer, (iii) an ERP interoperability layer, (iv) an 
AI analytics layer and (v) a compliance and governance layer. A 
key motivation is to illustrate how a modular design can support 
more transparent procurement processes without necessitating 
full system replacement for public-sector adopters. 

Flare’s technical features—specifically the Flare Time Series 
Oracle (FTSO), Flare Data Connector (FDC) and FAssets 
protocol—provide a useful testbed for examining how 
enshrined data feeds and trust-minimised cross-chain assets 
might support procurement workflows [7]. Importantly, these 
technologies are evaluated here not as commercial products but 
as architectural components enabling decentralised data access, 
auditability and multi-asset settlement. Comparable patterns 
could, in principle, be realised on other DLT platforms that 
offer oracle and interoperability services; Flare is used in this 
study as one concrete instantiation of a broader architectural 
approach. 

To explore technical feasibility at MVP scale, a working 
prototype was developed, and a series of manually executed 
synthetic procurement transactions were tested and recorded 
on-chain. These controlled evaluations focused on functional 
behaviour—vendor onboarding, sealed-bid commit–reveal, 
contract-lifecycle transitions and escrow execution. The 
synthetic transactions were intentionally small in number and 
designed to test correctness rather than throughput, with all 
events verified via Flare’s blockchain explorers [4]. Any 
observations about process efficiency in this paper are therefore 
indicative and scenario-specific, not statistically generalisable 
benchmarks. 

This paper contributes to ongoing research by: 

1. presenting a modular architecture for procurement on 
public or hybrid blockchains; 

2. providing an initial technical demonstration, via small-
scale synthetic workloads, of commit–reveal auctions, 
multi-phase contract execution and on-chain audit 
trails; 

3. articulating a policy-oriented governance framework 
for future public-sector pilots; and 

4. positioning F-Procure among existing international 
procurement pilots by clarifying where its architecture 
diverges from prior approaches, particularly in its use 
of enshrined data protocols and potential cross-chain 
settlement [1–5,8]. 

Throughout, the analysis is framed explicitly as early-stage, 
design-science-oriented MVP work rather than as a large-scale 
operational evaluation. The paper therefore foregrounds 
architectural contribution, feasibility insights and policy 
implications, while acknowledging clear limitations in scale, 
empirical scope and legal codification. 

 

Figure 1: Conceptual comparison of legacy and decentralised 
procurement systems (MVP architectural framing). 

2. Related Work 

The intersection of DLTs and public procurement has become an 
important area of scholarly and institutional inquiry [1–5,9]. Early 
work positioned blockchain as a means to enhance transparency, 
reduce opportunities for corruption and introduce tamper-evident 
audit trails into tendering processes. Pilot programmes by 
international organisations and national governments have 
explored how distributed ledgers might support supplier 
registration, bid submission, contract award and payment tracking 
[1–3,5]. Despite this interest, large-scale operational adoption 
remains limited, in part because of practical challenges of scalability, 
compliance alignment and integration with existing enterprise 
resource planning (ERP) systems. 

2.1 Early Experiments and Policy Context 

Significant experimentation has taken place across public-sector 
contexts. The European Union’s explorations into blockchain 
for public procurement, South Korea’s Public Procurement 
Service pilots and World Bank–associated Procurement 
initiatives collectively demonstrated the feasibility of immutable 
audit trails, supplier identity verification and secure document 
timestamping in procurement or adjacent domains [1–3,5]. 
These initiatives, however, generally employed permissioned or 
consortium blockchains, which facilitated institutional 
oversight but constrained interoperability and openness. The 
emphasis was often on document registration and verification 
rather than on automating the full contract lifecycle. 

Scholarly works likewise highlight blockchain’s potential to 
automate aspects of compliance validation through smart 
contracts, particularly for enforcing deadlines, eligibility criteria 



 
 

The JBBA  |  Volume 9 |  Issue 2  |  2026                                 Published Open Access under the CC-BY 4.0 Licence 

                                                                                                                                               

3

 

and procedural steps [2,4,6]. At the same time, the stringent 
legal and procedural requirements governing procurement – 
especially around data sovereignty, confidentiality and fair 
competition—continue to limit the extent to which blockchain 
systems can be integrated into end-to-end procurement 
workflows. Much of the literature concludes that technical 
promise alone is insufficient without careful consideration of 
legal frameworks, institutional capacity and governance 
structures [2,4–6]. 

2.2 Technical Limitations in Existing Frameworks 

Most prior systems emphasise auditability and record-keeping 
but stop short of providing an integrated, multi-layer approach 
that connects smart-contract logic with ERP systems, financial 
settlement mechanisms and ongoing analytics. The reliance on 
permissioned or consortium architectures can reintroduce 
forms of centralisation, concentrating control over validation 
and data access in a small set of institutions [1–3]. In many 
pilots, external data feeds are handled through bespoke 
middleware or manually curated interfaces, rather than 
through standardised oracle frameworks or cross-chain 
protocols. A high-level comparison of representative EU, 
World Bank and South Korean pilots with the F-Procure MVP 
across dimensions such as network type, smart-contract 
support, interoperability, ERP integration, analytics and 
deployment stage is presented in Figure 2, drawing on 
published descriptions of these initiatives [1,4,5]. 

The absence of robust interoperability primitives restricts the 
ability to bridge external data sources or legacy financial 
systems. Where integration with ERPs is attempted, it is often 
implemented as a loosely coupled add-on rather than as a 
coherent part of the system design. Additionally, multi-
jurisdictional compliance remains a persistent challenge: 
procurement obligations, documentation formats and audit 
expectations vary considerably across legal contexts, 
complicating attempts to apply uniform technical standards 
[2,4,10–12]. As a result, many initiatives have focused on narrow 
functions—such as supplier registries or timestamping—rather 
than on full end-to-end contract-lifecycle management. 

2.3 Emergent Research Directions 

Recent research has explored the use of oracle networks and 
cross-chain infrastructure to bridge off-chain information and 
on-chain execution. Oracle systems such as Chainlink, Band 
Protocol and others have been proposed as mechanisms to feed 
market prices, reference data and external events into smart-
contract-based procurement or financial systems [8,13]. These 
approaches introduce greater verifiability but often depend on 
external node operators and may not integrate natively with 
compliance rules, governance workflows or ERP processes. 

Parallel work in digital-government and GovTech studies has 
highlighted the importance of modular architectures that can 
accommodate diverse legal and organisational requirements, 

while maintaining interoperability with existing information 
systems [4,5]. A smaller subset of the literature has begun to 
consider combinations of blockchain, artificial intelligence (AI) 
and data analytics to support risk-based auditing and anomaly 
detection in public administration. However, detailed 
examinations of systems that combine smart-contract 
automation, modular ERP integration, AI-assisted oversight 
and governance tooling within a unified architectural design 
remain relatively limited. 

2.4 F-Procure’s Contribution to the Literature 

Within this landscape, F-Procure contributes an architectural and 
governance framework rather than a fully deployed production 
system. Its five-layer model integrates blockchain execution, smart-
contract automation, ERP interoperability, AI-assisted analysis and 
compliance parameterisation as interdependent components. In 
the current MVP implementation, the Flare Network is used 
strictly as a technical testbed, providing enshrined data protocols 
(the Flare Time Series Oracle and Flare Data Connector) and a 
cross-chain mechanism (FAssets) that allow examination of how 
decentralised data feeds and trust-minimised asset representation 
might support procurement workflows [7]. 

The contribution lies not in claiming to be the first blockchain-
based procurement initiative but in articulating how these 
capabilities may be arranged in a modular, policy-aligned 
framework; in explicitly addressing governance and compliance 
alongside technical design; and in validating core functional 
behaviours—vendor onboarding, commit–reveal bidding, 
contract-lifecycle transitions and audit-log generation—through 
small-scale, manually executed synthetic procurement 
transactions recorded on-chain. While this does not replace the 
need for larger-scale pilots or independent benchmarking, it 
provides an empirically grounded reference architecture for 
future work on interoperable, governance-aware procurement 
systems that could, in principle, be implemented on Flare or 
other suitable DLT platforms. 

 

Figure 2: Comparative landscape of blockchain procurement 
frameworks. 

3. System Architecture 

The F-Procure framework is constructed as a five-layer modular 
stack, designed to support interoperability, auditability and 
compliance-aware design whilst maintaining operational 
flexibility. Each layer is logically separable yet communicates 
through well-defined interfaces and secure data flows. This 
modular structure is intended to allow public-sector 
organisations to adopt individual components incrementally, 
reducing the need for disruptive, wholesale platform migration. 
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Caribbean and Cayman Islands procurement guidance [2,10–
12]. 

In the MVP implementation, the compliance layer is realised as a 
simplified configuration model rather than as a fully codified 
representation of any specific statute. Parameters such as tender 
deadlines, minimum documentation requirements and retention 
flags are encoded in contract templates to demonstrate how legal 
conditions might be enforced programmatically at a basic level. 
More granular, jurisdiction-specific compliance modelling, 
including formal legal review of encoded rules, is identified as a 
subsequent research and policy task. 

3.6 Cross-Layer Interactions 

The layers interact through event-driven messaging and data 
flows designed around Flare’s native protocols. The Flare Data 
Connector (FDC) is treated architecturally as a mechanism for 
securely ingesting external data into the system, while the Flare 
Time Series Oracle (FTSO) provides a model for access to 
decentralised price and reference data [7]. In the current MVP, 
these components are used selectively: the emphasis is on 
validating that procurement events and synthetic workloads are 
correctly reflected in smart-contract events and transaction logs, 
rather than on full-scale oracle integration. 
 
Cross-layer communication is handled by listening to on-chain 
events emitted by the smart contracts and routing them to off-
chain services such as dashboards or prospective ERP 
connectors. This design decouples computation from 
presentation, allowing sensitive details to remain off-chain while 
preserving a verifiable cryptographic record of each step in the 
procurement process. Although Flare is used as the 
demonstration platform, the logical separation of layers and the 
use of oracles and connectors are, in principle, portable to other 
DLT environments that provide comparable capabilities. 
 

 
Figure 3: F-Procure System Architecture (five-layer stack). 
 
Conceptual depiction of the blockchain, smart-contract, ERP 
interoperability, AI analytics and compliance layers, and their 
event-driven interactions. The current MVP fully exercises the 
blockchain and smart-contract layers, with the remaining layers 
realised in simplified or architectural form to guide future pilot 
deployments. 

4.    Methodology 

The methodological design of this research aimed to evaluate 
the functional feasibility, auditability and governance 
implications of the F-Procure framework under simulated 
procurement conditions. Rather than attempting large-scale 
performance benchmarking, the study focused on scenario-
based trials using manually executed synthetic procurement 
transactions on the Flare Network’s Coston2 and Songbird 
environments [7]. The overarching intent was to demonstrate 
that the proposed architecture can correctly support key 
procurement stages—vendor onboarding, sealed-bid commit–
reveal, contract-lifecycle transitions and escrow—while 
generating verifiable on-chain evidence suitable for audit and 
oversight. 
 
The work follows a design-science research tradition in 
information systems, in which an artefact is developed and 
evaluated through controlled, contextually rich scenarios rather 
than large-sample statistical experiments [14,15]. In this case, the 
artefact is the F-Procure architecture and its MVP 
implementation; the evaluation focuses on whether the 
architecture behaves as intended under carefully constructed 
procurement scenarios, and on what implications this has for 
governance and policy. Claims are therefore framed as feasibility 
indications derived from an early-stage prototype, not as 
definitive statements about performance or impact in live 
administrative settings. 
 
4.1 Research Design 
 
The study adopts a design-science and exploratory evaluation 
approach. A working MVP was deployed to the Flare test 
networks, and a limited set of synthetic procurement scenarios 
was executed end-to-end. Each scenario comprised a small 
number of vendors and bids, crafted to exercise critical paths 
and edge cases in the smart-contract logic, such as late 
submissions, conflicting reveals or missing documentation flags. 
Rather than a full experimental–simulation model with high-
volume automated workload generation, the research is 
structured around four guiding evaluation questions: 

1. EQ₁: Can a decentralised ledger encode and execute 
core procurement stages (tender creation, commit–
reveal bidding, award, escrow) in a functionally correct 
manner using synthetic test cases? 

2. EQ₂: Do smart-contract events and transaction logs 
produce audit trails that can be reconstructed and 
verified via blockchain explorers? 

3. EQ₃: Can simple anomaly-detection rules, applied to 
synthetic bid data, illustrate how AI-supported 
oversight might flag potentially irregular patterns for 
human review? 

4. EQ₄: Is it technically feasible, at the architectural level, 
to design an ERP connector that would integrate 
procurement events with legacy systems via standard 
APIs in a future pilot? 
 

These questions position the work explicitly as MVP feasibility 
research rather than as a full-scale operational evaluation. 
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test networks, confirming that the smart contracts behaved 
deterministically and that the resulting transaction logs remained 
consistent across runs. The use of Coston2 or Songbird ensures 
that the experiments can be reproduced by independent 
evaluators who redeploy the same contracts and follow the 
documented interaction steps, without incurring mainnet 
transaction costs [7]. 
 
All smart-contract code and high-level API specifications are 
archived in a private version-controlled repository. While the 
full repository is not publicly released at this stage, non-
confidential artefacts—including contract interfaces, example 
transaction hashes and interaction guides—can be shared with 
reviewers or researchers upon request. This approach balances 
transparency with security and aligns with open-science 
principles within the constraints of an early-stage MVP. 
 

 
 
Figure 4: MVP Test Environment and data flow. Illustrative 
overview of how synthetic procurement scenarios are executed 
across the Coston2 and Songbird test networks, with 
transactions recorded on-chain, events consumed by off-chain 
services and (in future pilots) ERP systems connected via an 
interoperability layer. The diagram reflects the structure of the 
MVP experiments rather than a full-scale production 
deployment. 
 
5.    Results and Findings 
 
The evaluation of F-Procure focused on whether the proposed 
architecture could be realised as a working MVP and whether it 
could support core procurement processes in a transparent and 
auditable way. Given the limited scale of the manually executed 
synthetic workloads, the findings are presented as indicative 
evidence of technical feasibility under controlled conditions, 
rather than as statistically generalisable performance 
benchmarks or proofs of operational readiness for live public-
sector deployment. 
 
5.1 Performance Efficiency 
 
In the constructed test scenarios, F-Procure was compared 
against a conventional, non-blockchain workflow in which bids, 
evaluations and awards were recorded in a relational database or 
spreadsheet without cryptographic guarantees [2,6,11]. The 
comparison was carried out by examining the number of steps 
required, the handling of intermediate records and simple timing 
observations collected during repeated dry runs of each 
scenario. 
 
Within these small-scale trials, the decentralised implementation 
appeared to reduce the time required for bid evaluation and 

decision logging by approximately one-third, relative to the 
illustrative baseline workflow. This reduction arose primarily 
from the elimination of manual reconciliation tasks and the 
automatic linking of bids, evaluation outcomes and contract 
states via smart-contract events. This indicative relationship 
between baseline and F-Procure evaluation times is summarised 
schematically in Figure 5, which depicts the approximate 
reduction observed in the controlled synthetic scenarios rather 
than a high-volume performance benchmark. Network-level 
transaction finality on the Flare test networks was observed to 
be on the order of a few seconds, which was sufficient to 
support interactive testing, although no attempt was made to 
stress-test throughput or derive formal transactions-per-second 
(TPS) metrics [7]. 
 
These observations are illustrative rather than conclusive. They 
indicate that, even at MVP scale, a modular, smart-contract-
based workflow can streamline certain procedural steps in the 
specific scenarios examined. However, the small number of 
synthetic transactions, the reliance on manual timing and the 
absence of automated load testing mean that no claims are made 
about performance under production conditions, nor about 
comparative efficiency relative to deployed e-procurement 
platforms. 
 

 
Figure 5: Performance benchmark comparison (illustrative). 
Conceptual comparison of process effort between a 
conventional digital workflow and the F-Procure MVP in small 
synthetic scenarios. The figure reflects indicative reductions in 
manual processing steps observed during controlled trials, 
rather than high-volume benchmarking or statistically 
generalisable performance results. 
 
5.2 Audit Readiness and Transparency 
 
One of the clearest practical benefits observed in the MVP 
relates to audit preparation. For each synthetic tender, the 
complete sequence of events—tender creation, commit and 
reveal transactions, award and escrow—could be reconstructed 
directly from smart-contract logs and transaction hashes on the 
Coston2 and Songbird explorers [7]. The resulting sequences 
formed coherent narratives of each test scenario, enabling an 
observer to trace the procurement path from initial publication 
through to contract settlement. This commit–reveal–log–report 
pathway is summarised schematically in Figure 6, which depicts 
how individual bid commitments and subsequent smart-
contract events combine to form an auditable chain from bid 
submission through to the generation of an audit report. 
 
In the comparative exercise, assembling an equivalent audit trail 
from the non-blockchain baseline required manually querying 
tables, cross-checking timestamps and reconciling records 
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across multiple views. By contrast, the F-Procure MVP allowed 
an auditor to obtain an internally consistent record of the same 
scenario in well under an hour, largely by filtering events 
associated with a specific tender identifier and exporting the 
resulting log. While these figures are based on small, constructed 
examples and manual interactions, they demonstrate how 
immutable, event-driven logging can reduce the effort required 
to verify procedural correctness. 
 
The design maintains selective transparency. Only metadata and 
cryptographic commitments are exposed publicly; underlying 
bid content for the synthetic workloads was kept off-chain and 
would, in a real deployment, be accessible only to authorised 
officials. This separation preserves commercial confidentiality 
while still yielding a verifiable evidentiary trail that could, in 
principle, be used in audit or dispute-resolution processes 
[2,4,16]. 
 
 

Figure 6. Audit trail visualisation (commit → reveal → log → 
report). Schematic representation of how commit–reveal 
transactions and subsequent smart-contract events form an 
auditable sequence from bid submission through to report 
generation. The figure illustrates the structure of the MVP’s 
logging approach for synthetic scenarios and does not depict a 
live production system. 
 
5.3 Compliance Validation 
 
In the MVP, a limited set of compliance-relevant conditions was 
encoded directly into the tender and contract templates. These 
included simple deadline rules (for example, no reveals accepted 
after the specified closing time), minimum documentation flags 
and basic retention markers inspired by common procedural 
requirements found in public procurement frameworks [2,10–
12]. During the synthetic trials, all encoded conditions behaved 
as expected, with non-conforming actions either being 
prevented at the contract level or resulting in clearly logged 
events. 
 
It is important to emphasise that this does not amount to a 
comprehensive codification of the EU Directive 2014/24/EU, 
the U.S. Federal Acquisition Regulation or any other specific 
legal framework. Instead, the experiments demonstrate that 
commonly encountered procedural requirements—such as 
respecting submission deadlines and ensuring that necessary 
attestations are present—can be expressed as programmable 
constraints and enforced consistently by the smart contracts at 
a basic level. 
 
The findings suggest that “compliance-by-code” is technically 
achievable for well-defined procedural rules, provided that 
regulatory parameters remain updateable through governance 

processes and are not hard-coded in ways that would require 
disruptive contract migrations when legal standards change. Full 
clause-level encoding and legal validation of jurisdiction-specific 
rule sets remains future work. 
 
5.4 AI-Assisted Integrity Monitoring 
 
The AI analytics layer was exercised in a minimal form to 
illustrate how anomaly detection could be applied to 
procurement data. Using the small synthetic datasets generated 
in the MVP scenarios, a set of simple rules and basic statistical 
checks was applied to identify potentially suspicious patterns, 
such as unusually close clustering of bid values or highly 
synchronised submission times. Figure 7 provides a conceptual 
overview of this pipeline, in which bid data derived from on-
chain events are passed to an analytics module that flags selected 
bids for human review. 
 
A small number of deliberately constructed outlier bids were 
included in the synthetic workloads. In the repeated trials, these 
outliers were consistently flagged for review, demonstrating that 
even relatively simple analytical logic can help surface cases that 
may warrant closer human scrutiny. Given the limited size and 
artificial nature of the datasets, no attempt was made to train or 
validate more advanced machine-learning models, to estimate 
false-positive or false-negative rates, or to generalise from the 
observed flagging behaviour. 
 

Figure 7. AI anomaly-detection overview (conceptual). 
Conceptual view of how bid data derived from on-chain events 
can be routed to an analytics module, which in turn flags selected 
bids for human review based on simple integrity checks. The 
current MVP implements only basic rule-based logic on 
synthetic datasets; the figure illustrates a pathway for future, 
more advanced AI integration. 
The primary contribution of this component is therefore 
architectural. It shows how an AI or analytics service can 
subscribe to on-chain events and apply integrity checks without 
altering the underlying procurement logic. In future work, more 
sophisticated anomaly-detection methods—including privacy-
preserving or federated approaches—could be evaluated on 
larger datasets and, where appropriate, subjected to formal 
validation in collaboration with oversight bodies and domain 
experts [4,5,8,16]. 
 
 
5.5 Integration and Scalability 
 
The ERP interoperability layer was evaluated at a design and 
prototype level rather than through a fully integrated 
deployment. Interface specifications were drafted to map 
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In the MVP, this separation is conceptual rather than fully 
integrated with existing document-management systems, but the 
pattern is clear: access to underlying content would be governed 
by role-based controls and, where appropriate, multi-signature 
arrangements, with decryption actions themselves logged for 
accountability. For jurisdictions with data-residency or 
localisation obligations, the framework anticipates policies that 
constrain where off-chain data repositories are hosted and how 
they interact with the on-chain components. 
 
More advanced privacy-enhancing techniques—such as zero-
knowledge proofs for selective disclosure or secure multiparty 
computation—are not implemented in the current prototype 
but are recognised as relevant extensions. Likewise, potential 
use of federated learning in the AI analytics layer (Section 3.4) 
is identified as a future direction for enabling cross-agency 
model sharing without centralising sensitive bid data [4,5,8,16]. 
 
6.3 Ethical and Procedural Oversight 
 
Automation alone cannot guarantee fairness or legitimacy; 
public procurement remains fundamentally a matter of human 
judgement and oversight. F-Procure therefore proposes a multi-
stakeholder governance model, which is presently articulated at 
the design level. As depicted in Figure 8, this model centres on 
three governance bodies coordinated around shared compliance 
template. 
 

 A Policy Board comprising representatives from 
procurement authorities and regulators, responsible for 
approving and updating compliance templates and 
high-level system policy; 

 A Technical Steering Committee tasked with 
maintaining the codebase, reviewing protocol changes 
and commissioning security audits; 

 An Audit and Ethics Panel providing independent 
scrutiny of algorithmic tools—including the AI 
analytics layer—and assessing potential bias, 
accessibility and impact on small and medium-sized 
enterprises (SMEs). 
 
 

 
Figure 8. Governance and compliance framework (conceptual). 
Conceptual model of policy, technical and ethics governance 
roles supporting the F-Procure architecture. The depicted 
bodies are proposed structures for future pilots rather than 
entities implemented in the current MVP. 
 
These bodies do not yet exist as formal institutions within the 
MVP; rather, they define a governance structure that could be 
adopted by public-sector participants in subsequent pilots. The 

intention is to ensure that algorithmic tools, including anomaly 
detection, support rather than replace human oversight, and that 
the system evolves subject to transparent, accountable decision-
making processes. Questions such as how governance roles are 
appointed, how conflicts of interest are managed and how 
public reporting is conducted remain open for future policy 
design. 
 
6.4 Governance Mechanisms and Policy Integration 
 
Governance mechanisms in F-Procure are envisaged as a hybrid 
of on-chain and off-chain processes. In principle, procurement 
agencies or authorised bodies could propose amendments to 
compliance templates or system parameters via 
cryptographically signed proposals, with selected changes 
subject to recorded approval workflows or on-chain voting 
mechanisms. In the current MVP, these processes are 
represented as configuration changes and design artefacts rather 
than as fully implemented governance smart contracts. 
 
Integration with existing oversight institutions—such as 
national audit offices, anti-corruption commissions and 
supreme audit institutions—is treated as a target for future 
deployment [4,5,16]. The architecture anticipates read-only API 
endpoints that would expose non-confidential performance and 
audit data to such bodies, facilitating a shift from periodic, static 
reviews towards more continuous forms of assurance. 
Implementing these integrations in live environments remains 
an important next step for collaboration with public-sector 
partners, and will require attention to evidentiary standards, 
chain-of-custody rules and admissibility of digital records in 
administrative and judicial proceedings. 
 
6.5 Challenges and Future Governance Research 
 
Several challenges remain open and are acknowledged as such. 
Harmonising procurement rules across jurisdictions is 
inherently complex: variations in threshold values, award 
criteria, documentation requirements and dispute-resolution 
procedures limit the practicality of any single global standard 
[2,4,11,12,16]. Additionally, the legal recognition of blockchain-
based records as admissible evidence and of smart-contract 
outputs as legally binding decisions varies across legal systems 
and may require statutory or regulatory changes. 
 
Emergent technical issues also intersect with governance. In 
auction settings, for example, concerns about 
miner/maximal extractable value (MEV) and related ordering 
manipulation highlight the need for mechanisms that reduce 
opportunities for front-running or unfair prioritisation of 
bids. The current MVP does not implement specific MEV-
resilience techniques; instead, it uses a basic commit–reveal 
structure to separate commitment from disclosure. Future 
work may examine more advanced designs, including batch 
auctions, encrypted mempools or protocol-level ordering 
guarantees, in collaboration with legal and economic experts. 
 
From a security perspective, the long-term robustness of 
cryptographic primitives used in smart contracts and proof 
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systems will need to be reassessed in light of advances in 
quantum computing and post-quantum cryptography. While 
these risks do not affect the short-term MVP experiments, they 
are relevant to any concept of blockchain-based procurement as 
critical public infrastructure. 
 
Ethically, increasing reliance on algorithmic tools in bid 
assessment and risk scoring raises concerns about explainability, 
transparency and potential bias. The F-Procure architecture 
responds by treating AI outputs as advisory signals subject to 
human review and by envisaging detailed reasoning logs for any 
automated recommendations. Nonetheless, the development of 
robust norms and regulatory guidance for algorithmic 
accountability in public procurement is a broader, 
interdisciplinary endeavour that extends beyond the scope of 
this MVP and will require sustained collaboration between 
technologists, policymakers, legal scholars and civil-society 
organisations [4,5,8,16]. 
 

7.   Policy and Adoption Roadmap 

Transitioning F-Procure from a controlled MVP environment 
to live public-sector use requires a policy framework that 
balances innovation with legal certainty, institutional continuity 
and public accountability. The roadmap outlined in this section 
is prospective: it draws on lessons from digital-government 
transformation programmes, blockchain-standardisation 
initiatives and existing procurement-reform agendas [1–7,9,16] 
but is not yet implemented in practice. Its purpose is to provide 
a structured pathway for future pilots that emphasises 
scalability, inclusivity and long-term governance sustainability, 
rather than to describe steps already taken in the present study. 

7.1 Phased Implementation Strategy 

A phased approach is essential to minimise risk and enable 
incremental learning. As illustrated in Figure 9, the proposed 
adoption pathway comprises four stages: 

1. Phase I – Proof of concept and capacity building 
Initial pilots would be conducted within controlled 
government sandboxes or innovation units. These 
deployments would focus on validating core 
procurement workflows (for example, tendering, 
commit–reveal bidding, award and escrow) using 
synthetic or low-risk tenders. Technical capacity 
building is prioritised, with training for procurement 
officers, auditors, legal advisers and IT administrators. 
Independent academic observers could document 
baseline processes and provide comparative evaluation 
frameworks, including early indicators on process 
time, error rates and user experience. 

2. Phase II – Limited production trials 
Selected public agencies (for example, municipal 
councils or specific units within state-owned 
enterprises) would deploy F-Procure, or a comparable 

architecture, for a carefully defined subset of tenders. 
This phase would test jurisdiction-specific compliance 
templates, data-protection safeguards and the practical 
enforceability of smart-contract-driven processes 
under existing procurement law. Performance 
dashboards would generate anonymised indicators – 
including transaction costs, audit-readiness times and 
simple error metrics – for oversight bodies, enabling 
early-stage monitoring without full system 
replacement. 

3. Phase III – Institutional integration 
Subject to positive evaluation of earlier phases, 
integration could expand across departments through 
shared procurement hubs or central purchasing 
bodies. At this point, governance structures such as 
the Policy Board, Technical Steering Committee and 
Audit and Ethics Panel (Section 6.3) would be 
formalised. Interoperability standards for third-party 
vendors and integrators would be documented, and 
AI-assisted analytics could be systematically 
introduced into audit and risk-review processes to 
support more continuous assurance. Empirical 
monitoring of system performance, including 
transaction latency, exception handling and energy 
characteristics, would inform policy decisions. 

4. Phase IV – National or cross-jurisdictional roll-
out 
Once legal recognition of electronic ledgers, digital 
signatures and smart-contract outputs is established, 
cross-border or multi-agency procurement 
arrangements might be considered—for example, 
regional infrastructure projects or joint procurement 
frameworks. Open-data publication modules could be 
activated to support transparency and civic oversight, 
while respecting confidentiality requirements and 
competitive neutrality. At this stage, cross-
jurisdictional governance arrangements, dispute-
resolution mechanisms and standardised KPI 
frameworks would be critical to managing complexity. 

Figure 9. Policy and adoption roadmap (prospective). Proposed 
phased pathway from proof-of-concept pilots to potential cross-
jurisdictional deployment. The phases represent a forward-
looking policy framework for future experimentation and are not 
steps undertaken in the current MVP. 

7.2 Key Performance Indicators (KPIs) 

To evaluate the success and integrity of future deployments, a 
common KPI framework should accompany all pilots. The 
indicators below are suggested metrics rather than values 
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measured in the present MVP; they are intended to be refined 
collaboratively by participating agencies and oversight bodies 
and to be interpreted alongside qualitative feedback and 
contextual information. 

Table 1. Suggested KPI framework for procurement pilots 

Category Key Indicator Measurement Method 

Efficiency 
Average 
procurement 
cycle time 

Mean days from tender 
publication to contract 
award 

Integrity Audit-
readiness time 

Duration required to 
generate verified audit 
reports from system logs 

Compliance 

Automated 
rule-
enforcement 
rate 

Percentage of tenders 
conforming to 
jurisdictional parameters 
as encoded in templates 

Inclusivity 
SME 
participation 
rate 

Ratio of small/medium 
suppliers per total bidders 

Transparency Public data-
access latency 

Average time between 
contract finalisation and 
public disclosure of non-
confidential data 

Sustainability 
System uptime 
and energy 
efficiency 

Hours of operation and 
indicative transaction 
energy characteristics, 
using standard reporting 
formats 

 

Cost and 
reliability 

 

Transaction 
cost and error 
rate 

Average on-chain/off-
chain transaction cost per 
tender; frequency and 
severity of process 
exceptions or rollbacks 

Indicative metrics for evaluating future deployments of F-
Procure or similar architectures. KPIs draw on themes from 
international digital-governance benchmarks such as the 
OECD Digital Government Index and the World Bank 
GovTech Maturity Framework [4,5,9]. 

7.3 Institutional and Legal Integration 

For F-Procure or similar architectures to achieve formal 
recognition, alignment with existing procurement legislation 
and administrative practice is essential. Governments 
considering pilots could: 

 Update procurement manuals and e-tender regulations 
to acknowledge blockchain-based records and smart-
contract-driven workflows, using model clauses that 
recognise “electronic distributed ledgers” under 
national evidence law [2,4,11,12,16]; 

 Engage with national or regional standards bodies (for 
example, BSI, ISO/TC 307, ITU-T DLT groups) to 

ensure that technical choices are consistent with 
emerging best practice [12,13]; 

 Define roles and responsibilities for public auditors, 
inspectorates and anti-corruption agencies through 
memoranda of understanding, (MoUs), particularly in 
relation to data access, ethical oversight and dispute 
resolution [4,16]. 

These steps would not be implemented unilaterally by the 
technology itself; rather, they require coordinated policy and 
legal processes in which F-Procure functions as an enabling 
infrastructure. The MVP presented in this paper should 
therefore be understood as an input into such processes rather 
than as a ready-made solution. 

7.4 Risk Management and Mitigation 

Adopting decentralised procurement infrastructure introduces 
new categories of risk that must be explicitly managed: 

 Legal risk: 
Use legislative or regulatory sandboxes to permit 
controlled smart-contract trials under supervisory 
oversight, clarifying liability, evidential status and 
recourse mechanisms in the event of disputes or 
system failures. 

 Technical risk: 
Implement redundancy through multi-region node 
deployment, robust key-management practices and, 
where feasible, formal or semi-formal verification of 
critical smart-contract logic. Consideration should be 
given to MEV-related risks and to the resilience of the 
platform’s consensus and oracle mechanisms. 

 Data-privacy risk: 
Ensure that personal and commercially sensitive data 
remain encrypted or pseudonymised; conduct data-
protection impact assessments and align with GDPR, 
the UK Data Protection Act 2018 and relevant local 
legislation [10–12]. Explore privacy-enhancing 
technologies where appropriate. 

 Governance risk: 
Maintain public oversight through open-data portals 
(for non-confidential information), independent audits 
and clear channels for suppliers and citizens to raise 
concerns or contest outcomes. Governance 
arrangements should address conflict-of-interest 
management, change-control processes and incident 
response. 

 Change-management risk: 
Introduce structured training, phased roll-out and 
iterative policy updates to prevent institutional 
disruption and to build confidence among 
procurement officers, vendors and oversight bodies. 
Co-design processes involving users and stakeholders 
can help align technical features with administrative 
realities. 
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framework are platform-specific and which are 
broadly applicable across the DLT ecosystem. 

 Advanced privacy, integrity and security 
mechanisms: 
Building on the basic commit–reveal structure, future 
work may examine MEV-resilient auction designs, 
privacy-enhancing technologies (such as zero-
knowledge proofs) and post-quantum security 
considerations, in collaboration with cryptographers, 
economists and legal experts. 

 AI governance and ethics in procurement: 
The minimal anomaly-detection logic used in this 
MVP points towards a broader research agenda on AI-
assisted procurement oversight. Future studies should 
investigate explainability, fairness and accountability in 
algorithmic assessments and explore governance 
frameworks for the responsible use of AI in public 
contracting. 

The next stage of the F-Procure roadmap envisages 
collaboration with public-sector bodies and regional 
development agencies to design carefully scoped pilots. These 
pilots would test the framework under real procurement 
conditions, focusing on institutional readiness, legal 
interoperability and socio-economic outcomes such as SME 
participation and supplier diversity. They would also provide an 
opportunity to refine governance structures, compliance 
templates and KPI frameworks in partnership with oversight 
institutions and civil-society stakeholders. As illustrated in 
Figure 10, the intended trajectory runs from research and MVP 
experimentation through pilot deployment and evaluation, with 
governance shaping the eventual emergence of regulation and 
institutional adoption. 

Ultimately, F-Procure is not presented as a finished solution, 
but as a research-driven contribution to the broader discourse 
on digital governance and public procurement reform. Its 
modular architecture and MVP implementation are intended to 
serve as a reference point for further experimentation, peer 
review and adaptation across jurisdictions. As blockchain and 
related technologies mature, frameworks of this kind may help 
shape a class of digital public infrastructure in which trust is 
supported by verifiable processes and transparent governance, 
rather than by retrospective audits alone. 

 

Figure 10. Research–policy integration pathway (conceptual). 
Conceptual illustration of how design-science research (such as 
the F-Procure MVP) can inform pilot projects, which in turn 
feed into policy development, standard-setting and longer-term 
institutional adoption. The pathway represents a proposed 
trajectory for future work rather than steps already undertaken 
in this study. 
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collusion amongst key market institutions in the fraudulent sale 
of investors assets, to the litany of cases bothering on lack of 
transparency and accountability by financial institutions 
regarding the management of customer funds/assets evidences 
the lingering concern of custodial vulnerabilities and underscore 
systemic governance failures in the sector [7, 8]. These incidents 
reflect a broader pattern across the African market, such as 
regulatory inertia, opacity amongst intermediaries and 
inadequate redress mechanisms for retail investors [9]. The 
country, therefore, embodies both the aspirations and challenges 
of blockchain adoption in its capital market. 
 
While existing scholarship has extensively analysed blockchain’s 
impact in advanced markets [10, 11], its implications for 
emerging markets, particularly in Africa, where institutional 
capacity and regulatory maturity differ starkly, remain 
underexplored [12]. The research aims to enrich the broader 
conversation on blockchain technology’s potential impact on 
capital markets by analysing the implications of blockchain 
adoption in African capital markets and proposing tailored 
recommendations for navigating these challenges. 
 
This article argues that blockchain alone cannot resolve systemic 
accountability gaps. While the technology offers tools to enhance 
auditability and reduce intermediation risks, its success hinges on 
institutional willingness to adopt open protocols, enforce 
compliance and prioritise public oversight. Without structural 
reforms to governance frameworks, blockchain risks becoming a 
veneer of innovation with the risk of amplifying systemic 
vulnerabilities rather than mitigating them. 
 
The interrogation of Nigeria’s regulatory landscape and historical 
governance failures in this study, therefore, seeks to challenge the 
deterministic narratives of blockchain as a panacea. It calls for a 
reimagination of market infrastructure – one that pairs 
technological disruption with institutional accountability. The 
findings aim to guide policymakers, regulators and market 
operators in balancing innovation with stability by ensuring that 
blockchain’s adoption strengthens, rather than undermines, the 
fragile trust underpinning Africa’s capital markets. 
 
Objectives of the study 
This article seeks to: 

i. Analyse the governance tensions arising from 
blockchain’s decentralisation in markets with 
historically low institutional trust. 

ii. Assess the implications of blockchain adoption for 
the custody of investor assets and enforcement 
mechanisms in emerging capital markets. 

iii. Evaluate the practical challenges and opportunities of 
blockchain integration through case studies drawn 
from the Nigerian financial market. 

iv. Propose methods for balancing technological 
innovation with regulatory oversight in emerging 
markets. 

2. Methodology 

This study employs a mixed-methods research design by 
integrating primary and secondary data sources to analyse the 
institutional challenges of blockchain adoption in Nigeria’s capital 
markets. The methodology is grounded on Douglass North’s 
institutional theory [13], which posits that economic progress 
depends on strong institutions. Below, I outline the primary and 
secondary data sources, their application and their synthesis.  

A. Primary data sources 

Primary insights were drawn using a combination of semi-
structured interviews and a questionnaire with 10 stakeholders 
across Nigeria’s financial ecosystem. Participants like the 
regulator, market intermediaries, fintechs and academics were 
selected via purposive sampling (targeting roles that would 
provide relevant insight on blockchain integration) 
and snowball sampling [14]. This approach ensured 
representation of diverse perspectives on blockchain’s 
governance, custodial risks and market enforcement. 

TABLE 1: Participants’ descriptors. 

Participant Role/Experience Key Insights 

3 Legal & 
Compliance 
Officers 

Nigerian 
commercial banks 
(10+ years’ 
experience) 

Highlighted transparency gaps in 
customer deposit reconciliation 
and weak enforcement of 
banking regulations. 

1 Director 
Lagos-based fintech 
firm (10+ years’ 
experience) 

Emphasised fintech’s role in 
addressing traditional banks’ 
opacity. 

1 Judge 

Specialised capital 
market tribunal 
(20+ years’ 
experience)  

Cited cases like CSCS & Anor v. 
Bonkolans Investment Ltd to 
illustrate institutional fragility. 

1 Senior 
Executive  

Nigerian capital 
market regulator 

Acknowledged blockchain’s 
potential but stressed capacity 
gaps in the Nigerian capital 
market.  

1 Senior 
Executive  

Nigerian capital 
market intermediary 

Underscored the ineliminable 
role of intermediaries in 
blockchain operation, particularly 
in the derivatives market.  

 1 Professor 
of Law  

UK-based 
University (+15 
years’ experience) 

Highlighted the accountability 
deficits in emerging markets and 
emphasised the role of strong 
institutions towards a successful 
adoption of blockchain 
technology. 

2 FinTech 
Researchers  

UK-based 
Universities (+4 
years’ experience) 

Noted the adaptability of 
blockchain to different sectors 
and its relevance in capital 
markets in Africa. 
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